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Introduction 

You might find it hard to believe, but the personal computer is now more than 20 years old, and 
so is the MS-DOS operating system. At one time, more than 95% of all the tens of millions of 
personal computers sold used MS-DOS as the operating system. Nowadays, almost all systems 
use a variation of the Windows operating system, although DOS compatibility is still provided 
through DOS subsystems. Previously, in Windows 95/98, you could boot into an MS-DOS 
command prompt, bypassing the Windows user interface. With the release of Windows ME, this  
capability is no longer available. 

History of DOS 
In the early days of computers, there were no disk drives; delay lines, punched cards, paper tape, 
magnetic tape, magnetic drums, were used instead. And in the early days of microcomputers, 



paper tape or audio cassette tape (see Kansas City standard) or nothing were used instead. In the 
latter case, program and data entry was done at front panel switches directly into memory or 
through a computer terminal / keyboard, sometimes controlled by a ROM BASIC interpreter; 
when power was turned off after running the program, the information so entered vanished. Both 
hard disks and floppy disk drives require software to manage rapid access to block storage of 
sequential and other data. When microcomputers rarely had expensive disk drives of any kind, 
the necessity to have software to manage such devices (ie, the 'disk's) carried much status. To 
have one or the other was a mark of distinction and prestige, and so was having the Disk sort of 
an Operating System. As prices for both disk hardware and operating system software decreased, 
there were 
many such microcomputer systems. 
Mature versions of the Commodore, SWTPC, Atari and Apple home computer systems all 
featured a disk operating system (actually called 'DOS' in the case of the Commodore 64 (CBM 
DOS), Atari 800 (Atari DOS), and Apple II machines (Apple DOS)), as did (at the other end of 
the hardware spectrum, and much earlier) IBM's System/360, 370 and (later) 390 series of 
mainframes (e.g., DOS/360: Disk Operating System / 360 and DOS/VSE: Disk Operating 
System / Virtual 
Storage Extended). Most home computer DOS'es were stored on a floppy disk always to be 
booted at start-up, with the notable exception of Commodore, whose DOS resided on ROM chips 
in the disk drives themselves, available at power-on. In large machines there were other disk 
operating systems, such as IBM's VM, DEC's RSTS / RT-11 / VMS / TOPS-10 / TWENEX, 
MIT's ITS / CTSS, Control Data's assorted NOS variants, Harris's Vulcan, Bell Labs' Unix, and 
so on. In microcomputers, SWTPC's 6800 and 6809 machines used TSC's FLEX disk operating 
system, Radio Shack's TRS-80 machines used TRS-DOS, their 
Color Computer used OS-9, and most of the Intel 8080 based machines from IMSAI, MITS 
(makers of the legendary Altair 8800), Cromemco, North Star, etc used the CP/M-80 disk 
operating system. See list of operating systems. 
Usually, a disk operating system was loaded from a disk. Only a very few comparable DOSes 
were stored elsewhere than floppy disks; among these exceptions were the British BBC Micro's 
optional Disc Filing System, DFS, offered as a kit with a disk controller chip, a ROM chip, and a 
handful of logic chips, to be installed 
 

Other Flavors of DOS 
 
Although MS-DOS is by far the most prevalent variant of the DOS family, one other version 
from IBM needs to be mentioned. Now that Microsoft has quit developing MS-DOS as a 
standalone product, this version is the only alternative for someone wanting new and  
advanced features of the operating system. 
IBM has continued to develop the initial DOS product since its inception. It has released 
upgraded versions containing many of the same features of the upgraded MS-DOS versions. 
The latest version is called PC DOS 2000. Some of the new features include Y2K compliance, 
support for the REXX programming language, PCMCIA cards, unattended scheduling, 
and remote installation. 

 



What Happens When the Power Is Turned On? 

When you flip the power switch on your computer system, you set into motion a series of steps 
that must occur before you can see the DOS prompt, which signals that your computer is ready 
for use. No doubt you have seen these steps performed, possibly without realizing their  
significance. This set of steps is called booting the computer. This phrase refers to the old saying 
“pull yourself up by the bootstraps,” meaning to make something of yourself from nothing. 
That’s exactly what booting does; it makes that expensive paperweight on your desk into a fully 
functional computer. 
 
The first of these steps is the activation of the Power On Self Test (POST). The Power On Self 
Test is a program that has been recorded on a ROM chip located on the motherboard of your 
system. This program gets the ball rolling. First, it loads instructions into RAM for the CPU to 
follow. These instructions tell the computer to perform a quick self-diagnostic check of the 
hardware. One of the first things you see when you turn on the computer, therefore, is the system 
counting and testing the installed RAM. 
Next, the POST checks to see that the system setup is still valid. Your system contains a special 
kind of chip called a Complementary Metal-Oxide Semiconductor, or CMOS, that stores 
information about your system’s configuration. CMOS chips are used because they need only a 
trickle of power, which can be supplied by a battery, to retain the stored information for several 
years. Your system’s date and time settings are stored on this chip, along with information about 
installed floppy disk drives, hard disk configuration, and other system configuration information 
that can vary from manufacturer to manufacturer. If the 
system setup is okay, the POST passes on to the next step: loading the operating system. When 
the self test is satisfied that everything about your system is in order, it is time to load DOS using 
another program found on your system’s ROM chips—the bootstrap loader. This program’s job 
is simple and to the point: Find the operating system’s loader on the disk and make it run. By 
default, the first place it searches is drive A, to see whether you have a bootable floppy disk 
inserted into the drive. If the program fails to find a disk in drive A, it next looks to your hard 
disk. When the loader finds a valid operating system (in this case DOS), it starts the program 
found on the boot sectors of the disk. Most computers today will allow you to specify in the 
BIOS where you want the computer to look for the operating system loader—for example, going 
straight to the hard drive and bypassing searching the floppy drive. 
Completely describing all the steps involved in booting DOS might take several pages and 
bore you to tears, so the following description is somewhat simplified. When the ROM 
bootstrap loader finds a disk with a bootable copy of DOS, it transfers control to that disk’s 
boot sectors, where the DOS loading program takes over. 
The first file loaded is IO.SYS. IO.SYS places into memory the basic input/output services 
DOS provides. After this file is loaded, the second file, MSDOS.SYS, is loaded. Between these 
two files, DOS sets up the many services it offers to programs, such as file handling, printer 
handling, and so on. 
 
MSDOS.SYS completes the foundation for providing DOS services to your system. After it is 
loaded, it checks the disk’s boot directory (normally C:\) to see whether a file named  
CONFIG.SYS is present. If this file is found, it is loaded into memory, converted to all  
uppercase letters, and interpreted. Each line of CONFIG.SYS specifies some type of 



configuration information, such as a device driver to be loaded or a system setting to be made. 
After these settings are established, COMMAND.COM is loaded. COMMAND.COM is the user 
interface to DOS. Its job is to evaluate whether commands presented to DOS from the keyboard 
or from batch files are legal. If the commands are legal, they are run. If a command is not legal, 
COMMAND.COM is responsible for issuing one of those error messages that can prove so 
frustrating to new users. Just before COMMAND.COM turns the computer over to you, the user, 
it checks to see whether a file called AUTOEXEC.BAT is present in the boot directory.  
AUTOEXEC.BAT is a standard batch file that usually contains commands to customize your 
DOS installation. The only thing special about AUTOEXEC.BAT is that it gets run 
automatically during bootup. 
 

Booting Your Computer 
Two types of booting are available. The first is known as a cold boot. This term comes from the 
fact that the computer’s power is off and the unit is not yet warm. As you might guess, the 
second type of boot is the warm boot. 
 A cold boot occurs when you turn on the power switch to your system. Some systems also 
have a reset button. Pressing this button also triggers a cold boot. The difference between 
a cold and warm boot is simple. A cold boot begins at the absolute beginning, using the 
Power On Self Test (POST) to check the condition of the system’s major components 
and RAM. 
A warm boot, on the other hand, bypasses the preliminary self test, moving directly to the 
loading of the operating system. A warm boot is triggered when you press the Ctrl+Alt+Del 
keys all at the same time. This combination of keys was chosen because on most keyboards 
it is almost impossible to press these three keys simultaneously by accident. 
 
The net effect of either a cold or warm boot is to wipe the slate clean and start the computer out 
fresh. Being the sophisticated computer user that you are, of course, you should realize that 
rebooting the computer on a whim could be a dangerous proposition. Triggering a boot when a 
file is open and you’re in the process of editing can cause you to lose valuable data because you 
don’t have an opportunity to save the file to disk before the boot takes place. 
 

Understanding the Boot Disk 
 
During the booting process three files are loaded into memory: IO.SYS, MSDOS.SYS, and 
COMMAND.COM. You can create bootable disks in two ways: You can use the FORMAT 
command, with the /S switch, or you can use the SYS command. 
When you use the FORMAT command to create a bootable disk, using the /S switch causes the 
newly formatted disk to contain the disk portion of the bootstrap loader in the boot sector, 
IO.SYS, MSDOS.SYS, and COMMAND.COM. If any of these four conditions is not satisfied, 
you cannot use the disk to start DOS. 
Using the SYS command to make a disk bootable requires you to know a few undocumented 
facts about the way boot disks are constructed. For a disk to be bootable, the following 
conditions must be met: 
■ IO.SYS must be the first directory entry in the root directory of the disk. 
■ MSDOS.SYS must be the second entry in the root directory. 
■ IO.SYS must be the first physical file on the disk. 



 

Creating a Floppy Boot Disk 
 
Follow these steps to create a boot floppy: 
1. Format a floppy disk in drive A using the /S (System) switch to make it a bootable 
disk. If you have compressed your drive with DoubleSpace, FORMAT automatically copies 
DBLSPACE.BIN to the new floppy as a hidden system file. 
2. Copy AUTOEXEC.BAT and CONFIG.SYS to the new boot disk. 
3. Copy all the files you need for a clean boot to the floppy. Include DBLSPACE.SYS if you 
have compressed disks. If you are going to be using the disk as an emergency backup to 
repair system files on a hard drive, you should also copy the SYS.COM file over. 
 

Disk Structure and Partitions 
A hard disk is physically composed of a series of flat, magnetically coated platters stacked on a 
spindle. The spindle turns while the heads move between the platters, in tandem, radially 
reading/writing data onto the platters. 

 

 
Disk tracks, cylinders, and sectors 
A disk is divided into tracks, cylinders, and sectors. A track is that portion of a disk which passes 
under a single stationary head during a disk rotation, a ring 1 bit wide. A cylinder iscomprised of 
the set of tracks described by all the heads (on separate platters) at a single seek position. Each 
cylinder is equidistant from the center of the disk. A track is divided into segments of sectors, 
which is the basic unit of storage. On Sun systems a sector is 512 bytes (1 disk block) of data, 
with header and trailer information. The latter make it possible for the controller to identify 
sectors, detect data errors, and perform error corrections when necessary. The actual layout of a 
disk sector will vary depending on the controller, but should look something like that shown in. 
There are two Preambles and a Postamble (whose sizes may vary due to rotational speed, etc., 
and are disk dependent). The Header field lets the controller know where the head is positioned, 
and the ECC field is for error correction. 



 

 

 
 

The number of sectors per track varies with the radius of the track on the platter. The outermost 
tracks is larger and can hold more sectors than the inner ones. These outer tracks also spin faster 
under the head than do the inner ones, because while the angular speed remains the same, the 
larger circumference results in more sectors spinning by in the same period for the outer tracks. 
Disk blocks are numbered starting at the outermost track, so put the data you expect to access 
most often on partition, or slice, 0. 

Cylinder group 
SunOS uses the Berkeley fast file system which uses cylinder groups. A group is formed form 32 
or fewer cylinders on a disk (default 16). Each cylinder group has a redundant copy of the 
superblock, space for inodes, list of available blocks, and a list of data block usage within the 
cylinder group. Data blocks are spaced to minimize rotational delays and to keep blocks of the 
same file close together. By grouping cylinders in this way we reduce the amount of head 
movement, on average, required to access a file. The inode describing the file, and the data for 
the file, are likely to be in the same physical area of the disk. The position of the redundant 
superblock within each cylinder group is varied, so that they don't all reside on the same disk 
platter. This helps to insure that you can recover in the event of the loss of the primary 
superblock. 

Physical disk structure 
Disk formatted in MS-DOS has physical structure  



 

 
 

 
File systems 
The following are common hard disk configurations. 
• Partition - A partition is a portion of a physical hard disk. A partition can be primary or 
extended 
• Primary Partition - This is a bootable partition. One primary partition can be made active. 
• Extended Partition - An extended partition is made from the free space on a hard disk and can 
be broken down into smaller logical drives. There can only be one of these per hard disk. 



• Logical Drive - These are a primary partition or portions of an extended partition that are 
assigned a drive letter. 
• Volume - This is a disk or part of a disk that is combined with space from the same or another 
disk to create one larger volume. This volume can be formatted and assigned a driveletter like a 
logical drive, but can span more than one hard disk. A volume set can be 
extended without starting over, however to make it smaller, the set must be deleted and 
recreated. 
There are various management tools that can be used to configure drives. The Disk Management 
MMC is a snap-in for the Computer Management Console in Windows 2000. You can create 
partitions, volume sets, logical drives, format disks, etc. NT 4.0 had a similar tool called the 
"Disk Administrator". DOS and Windows 9x utilize the FDISK utility. When discussing 
Windows file systems you need to understand what File Allocation Tables (FAT) are. FAT is a 
table that an operating system maintains in order to map the clusters (the smallest unit 
of storage) that a file has been stored in. When files are written to a hard disk, the files are stored 
in one or more clusters that may be spread out all over the hard disk. The table allows Windows 
to find the "pieces" of your file and reassemble them when you wish to open it. There are several 
different types of file systems that are explained below: 
• FAT16 - FAT16 table entries are 16 bits in length limiting hard disk sizes to 2GB. Note that 
even if the OS supports larger partition sizes, the BIOS must also support logical block 
addressing (LBA) or the maximum partition that you will be able to create will be either 504 
or 528 MB. 
• FAT32 - Created to allow more efficient use of hard drive space and allowed for partitions up 
to 8GB using 4KB cluster sizes. In order to format a drive as FAT32, the "Large disk Support" 
must be enabled when starting FDISK. FAT32 is not compatible with older versions of Windows 
including Windows 95A and NT. In Windows 9.x, the CVT1.EXE can be used to convert 
FAT16 partitions to FAT32. 
• NTFS4 - NTFS4 is the file system used by Windows NT that provides increased security and 
reliability over other file systems. On an NTFS partition, you can't boot from a DOS boot disk - 
this is one of the security features of NTFS. Additionally, a floppy disk cannot be formatted as 
NTFS. For this reason it might not be a bad idea to have a small partition formatted FAT so that 
you can boot into DOS for recovery purposes. In order to convert a FAT partition to NTFS, NT 
includes a utility called convert.exe. 
• NTFS5 - This is the native file system for Windows 2000. NTFS5 has many new features as 
follows: 
o Encrypted File System (EFS) - Windows 2000 NTFS volumes have the ability to 
encrypt data on the disk itself. Cipher.exe is a command line utility that allows for  bulk or 
scripted file encryption. 
o Disk Quotas - Provides the ability to set space limitations on users on a per volume basis. 
o Defragmentation - Windows 2000 now includes a disk defragmenter that can be 
used on NTFS partitions. 
o Volume Mount Points - Provides the ability to add new volumes to the file system without 
having to assign a drive letter to them. This feature is only available on an NTFS partition using 
dynamic volumes. 
o Compression - In Windows 2000 files, folders and entire drives can be compressed by right 
clicking on the item to be compressed and selecting "properties" and then "advanced". The 
convert.exe utility can be used to convert a FAT or FAT32 partition to NTFS. 



• HPFS - Stands for High Performance File System and is used with OS/2 operating systems. 
This file system can only be accessed by Windows NT 3.51 and OS/2. Windows 9x operating 
systems also employ VFAT which is a protected-mode FAT file system that prevents DOS and 
the BIOS from accessing resources. VFAT is the replacement for SMARTDRV.SYS and uses a 
driver called VCACHE. 

File Allocation Table (FAT) is a patented[1] file system developed by Microsoft for 
MS-DOS and is the primary file system for consumer versions of Microsoft Windows up to and 
including Windows Me. The FAT file system is considered relatively uncomplicated, and is 
consequently supported by 
virtually all existing operating systems for personal computers. This ubiquity makes it an ideal 
format for floppy disks and solid-state memory cards, and a convenient way of sharing data 
between disparate operating systems installed on the same computer (a dual boot environment). 
The most common mplementations have a serious drawback in that when files are deleted and 
new files written to the media, their fragments tend to become scattered over the entire media 
making reading and writing a slow process. Defragmentation is one solution to this, but is often a 
lengthy process in itself and has to be repeated regularly to keep the FAT file system clean. The 
FAT filesystem uses software methods that had been in use years prior to its formalization and 
was created by Bill Gates and Marc McDonald in 1977 for managing disks in Microsoft Disk 
BASIC and was incorporated by Tim Paterson in August 1980 to his 86-DOS 
operating system for the S-100 8086 CPU boards; the filesystem was the main difference 
between 86-DOS and CP/M, of which 86-DOS was otherwise mostly a clone. 
 

FAT12 
This initial version of FAT is now referred to as FAT12. As a filesystem for floppy disks, it had 
a number of limitations: no support for hierarchical directories, cluster addresses were "only" 12-
bits long (which made the code manipulating the FAT a bit tricky) and the disk size was stored 
as a 16-bit count of sectors, which limited the size to 32MB. An entry-level diskette at the time 
would be 5.25", single-sided, 40 tracks, with 8 sectors per track, resulting in a capacity of 
slightly less than 160KB. The above limits exceeded this capacity by one or more orders of 
magnitude and at the same time allowed all the control structures to fit inside the first track, thus 
avoiding head movement during read and write operations. The limits were successively lifted in 
the following years. Since the sole root directory had to fit inside the first track as well, the 
maximum possible number of files was limited to a few dozens. 
Directories In order to properly support the newer IBM PC XT computer, which featured a 10 
MB hard disk, MS-DOS 2.0 was released around the same time, at the beginning of 1983, and 
introduced hierarchical directories. Apart from allowing for better organisation of files, 
directories allowed it to store many more files on the hard disk, as the maximum number of files 
was no longer constrained by the (still fixed) root directory size. This number could now be 
equal to the number of clusters (or even greater, given that zero-sized files do not use any 
clusters on FAT). The format of the FAT itself did not change. The 10 MB hard disk on the PC 
XT had 4 KB clusters. If a 20 MB hard disk was later installed, and formatted with MS-DOS 2.0, 
the resultant cluster size would be 8 KB, the boundary at 15.9 MB. 
 

Initial FAT16  



In 1984 IBM released the PC AT, which featured a 20 MB hard disk. Microsoft introduced MS-
DOS 3.0 in parallel. Cluster addresses were increased to 16-bit, allowing for a greater number of 
clusters (up to 65,517) and consequently much greater filesystem sizes. However, the maximum 
possible number of sectors and the maximum (partition, rather than disk) size of 32 MB did not 
change. Therefore, although technically already "FAT16", this format was not yet what today is 
commonly understood under this name. A 20 MB hard disk formatted under MS-DOS 3.0, was 
not accessible by the older MS-DOS 2.0. Of course, MS-DOS 3.0 could still access MS-DOS 2.0 
style 8 KB cluster partitions. 
MS-DOS 3.0 also introduced support for high-density 1.2 MB 5.25" diskettes, which notably had 
15 sectors per track, hence more space for FAT. This probably prompted a dubious optimization 
of the cluster size, which went down from 2 sectors to just 1. The net effect was that high density 
diskettes were significantly slower than older double density ones. Extended partition and logical 
drives Apart from improving the structure of the FAT filesystem itself, a parallel development 
allowing an increase in the maximum possible FAT storage space was the introduction of disk 
partitions. PC hard disks can only have up to 4 primary partitions, due to the fixed structure of 
the 
partition table in the master boot record (MBR). However, by design choice DOS would only use 
the partition marked as active, which was also the one the MBR would boot. It was not possible 
to create multiple primary DOS partitions using DOS tools, and third party tools would warn that 
such a scheme would not be compatible with DOS. To allow the use of more partitions in a 
compatible way a new partition type was introduced (in MS-DOS 3.2, January 1986), the 
extended partition, which was actually just a container for additional partitions called logical 
drives. Originally only 1 logical drive was possible, allowing the use of hard-disks up to 64 MB. 
In MS-DOS 3.3 (August 1987) this limit was increased to 24 drives; it probably came from the 
compulsory letter-based C: - Z: disk naming. The logical drives were 
described by on-disk structures which closely resemble MBRs, probably to simplify coding, and 
they were chained/nested in a way analogous to Russian matryoshka dolls. Only one extended 
partition was allowed. Prior to the introduction of extended partitions, some hard disk controllers 
(which at that 
time were separate option boards, since the IDE standard did not yet exist) could make large hard 
disks appear as two separate disks. Alternatively, special software drivers, like Ontrack's Disk 
Manager could be installed for the same purpose. 
 

Final FAT16 
Finally in November 1987, in Compaq DOS 3.31, came what is today called the FAT16 format, 
with the expansion of the 16-bit disk sector index to 32 bits. The result was initially called the 
DOS 3.31 Large File System. Although the on-disk changes were apparently minor, the entire 
DOS disk code had to be converted to use 32-bit sector numbers, a task complicated by the fact 
that 
it was written in 16-bit assembly language.In 1988 the improvement became more generally 
available through MS-DOS 4.0. The limit on partition size was now dictated by the 8-bit signed 
count of sectors-per-cluster, which had a maximum power-of-two value of 64. With the usual 
hard disk sector size of 512 bytes, this gives 32 KB clusters, hence fixing the "definitive" limit 
for the FAT16 partition size at 2 gigabytes. On magneto-optical media, which can have 1 or 2 
KB sectors, the limit is proportionally greater. Much later, Windows NT increased the maximum 
cluster size to 64 KB by considering the sectorsper- 



cluster count as unsigned. However, the resulting format was not compatible with any other FAT 
implementation of the time, and anyway, generated massive internal fragmentation. Windows 98 
also supported reading and writing this variant, but its disk utilities didn't work with it. 
Long File Names (VFAT, LFNs) One of the "user experience" goals for the designers of 
Windows 95 was the ability to use long file names (LFNs), in addition to classic 8.3 names. 
LFNs were implemented using a workaround 
in the way directory entries are laid out (see below). The version of the file system with this 
extension is usually known as VFAT after the Windows 95 VxD device driver. Interestingly, the 
VFAT driver actually appeared before Windows 95, in Windows for Workgroups 3.11, but was 
only used for implementing 32-bit File Access, a higher performance protected mode file access 
method, bypassing DOS and directly using either the BIOS, or, better, the Windows-native 
protected mode disk drivers. It was a backport; Microsoft's ads for WfW 3.11 
said 32-bit File Access was based on "the 32-bit file system from our Chicago project". In 
Windows NT, support for long file names on FAT started from version 3.5.  

FAT32 
In order to overcome the volume size limit of FAT16, while still allowing DOS real-mode code 
to handle the format without unnecessarily reducing the available conventional memory, 
Microsoft decided to implement a newer generation of FAT, known as FAT32, with cluster 
counts held in a 32-bit field, of which 28 bits are currently used. In theory, this should support a 
total of approximately 268,435,438 (< 228) clusters, allowing for drive sizes in the range of 2 
terabytes. However, due to limitations in Microsoft's scandisk 
utility, the FAT is not allowed to grow beyond 4,177,920 (< 222) clusters, placing the volume 
limit at 124.55 gigabytes, unless "scandisk" is not needed. 
FAT32 was introduced with Windows 95 OSR2, although reformatting was needed to use it, and 
DriveSpace 3 (the version that came with Windows 95 OSR2 and Windows 98) never supported 
it. Windows 98 introduced a utility to convert existing hard disks from FAT16 to FAT32 without 
loss of data. In the NT line, support for FAT32 arrived in Windows 2000. Windows 2000 and 
Windows XP can read and write to FAT32 filesystems of any size, but the format program on 
these platforms can only create FAT32 filesystems up to 32 GB. Thompson 
and Thompson (2003) write[4] that "Bizarrely, Microsoft states that this behavior is by design." 
Microsoft's knowledge base article 184006[3] indeed confirms the limitation and the by design 
statement, but gives no rationale or explanation. Peter Norton's opinion[5] is that "Microsoft has 
intentionally crippled the FAT32 file system." The maximum possible size for a file on a FAT32 
volume is 4 GiB minus 1 B (232-1 bytes). For most users, this has become the most nagging limit 
of FAT32 as of 2005, since video capture and editing applications can easily exceed this limit, as 
can the system swap file. 
Third party support The alternative IBM PC operating systems — such as Linux, FreeBSD, and 
BeOS — have all supported FAT, and most added support for VFAT and FAT32 shortly after 
the corresponding Windows versions were released. Early Linux distributions also supported a 
format known as UMSDOS, which was FAT with Unix file attributes (such as long file name 
and access permissions) stored in a separate file called --linux-.---. UMSDOS fell into disuse after 
VFAT was released and is not enabled by default in Linux kernels from version 2.5.7 onwards 
[5]. The Mac OS X operating system also supports the FAT filesystems on volumes other than 
the boot disk. 
 

File Allocation Table 



A partition is divided up into identically sized clusters, small blocks of contiguous space. Cluster 
sizes vary depending on the type of FAT file system being used and the size of the partition, 
typically cluster sizes lie somewhere between 2 KB and 32 KB. Each file may occupy one or 
more of these clusters depending on its size; thus, a file is represented by a chain of these clusters 
(referred to as a singly linked list). However these chains are not necessarily stored adjacent to 
one another on the disk's surface but are often instead fragmented throughout the Data 
Region.The File Allocation Table (FAT) is a list of entries that map to each cluster on the 
partition. 
Each entry records one of five things: 
• the address of the next cluster in a chain 
• a special end of file (EOF) character that indicates the end of a chain 
• a special character to mark a bad cluster 
• a special character to mark a reserved cluster 
• a zero to note that that cluster is unused 
Each version of the FAT file system uses a different size for FAT entries. The size is indicated 
by the name, for example the FAT16 file system uses 16 bits for each entry while the FAT32 file 
system uses 32 bits. This difference means that the File Allocation Table of a FAT32 system can 
map a greater number of clusters than FAT16, allowing for larger partition sizes with FAT32. 
This also allows for more efficient use of space than FAT16, because on the same hard 
drive a FAT32 table can address smaller clusters which means less wasted space.  
FAT entry values: 

 

 
Note that FAT32 uses only 28 bits of the 32 possible bits. The upper 4 bits are usually zero but 
are reserved and should be left untouched. In the table above these are denoted by a question 
mark. 
The first cluster of the data area is cluster #2. That leaves the first two entries of the FAT unused. 
In the first byte of the first entry a copy of the media descriptor is stored. The remaining bits of 
this entry are 1. In the second entry the end-of-file marker is stored. The high order two bits 
of the second entry are sometimes, in the case of FAT16 and FAT32, used for dirty volume 
management: high order bit 1: last shutdown was clean; next highest bit 1: during the previous 
mount no disk I/O errors were detected.[ 



System Configuration 

CONFIG.SYS 
During the boot process, as soon as IO.SYS and MSDOS.SYS are loaded into memory and 
before COMMAND.COM is loaded, a search is made of the root directory of the boot disk to see 
whether the CONFIG.SYS file exists. On 99% of the computers in use today, the file is 
available. 
When CONFIG.SYS is found, its contents are read into memory, and the file is acted on line 
by line. Each line in CONFIG.SYS contains a DOS command that tells DOS to enhance the 
DOS configuration. 
A number of DOS commands are valid in CONFIG.SYS. Table gives a quick rundown of those 
commands. 

 
 
Commands Often Used in CONFIG.SYS 



 

 



Contents of a typical CONFIG.SYS file. 

 

AUTOEXEC.BAT 
After COMMAND.COM is loaded into memory during the boot process, the system is ready for 
you to use. The last task the boot process performs is to look in the boot directory for the 
AUTOEXEC.BAT file. If an AUTOEXEC.BAT file is found, it is then fed to  
COMMAND.COM’s batch-file processor. 
AUTOEXEC.BAT can contain almost any legal DOS command, except those commands such as 
DEVICE and SHELL, which are reserved for use in CONFIG.SYS. AUTOEXEC.BAT is used 
mostly to run commands that further configure the DOS session and to run those commands that 
need to be run only once when the computer is started up. 
Although DOS now enables you to use the SET command in either CONFIG.SYS or 
AUTOEXEC.BAT, traditionally you found these SET commands exclusively in 
AUTOEXEC.BAT or in batch files run later for special purposes. There is one good reason to 
continue this practice. 
If you have your initial SET commands split between CONFIG.SYS and AUTOEXEC.BAT, 
you possibly can create the same variable twice by using different values. If CONFIG.SYS 
contains the line SET TEMP=C:\TEMP and AUTOEXEC.BAT contains the line SET 
TEMP=C:\MYTEMP, for example, the value of the TEMP variable is MYTEMP after 
AUTOEXEC.BAT is run. 
In effect, AUTOEXEC.BAT is nothing but a regular batch file. Two things make it special, 
however. The first (and most important item) is that it is executed automatically each time your 
computer is booted. The second is that because AUTOEXEC.BAT is considered part of the 
booting process, DOS 6.2 enables you to step interactively through each command in 
AUTOEXEC.BAT, just as you can through CONFIG.SYS. 

 
 



The contents of a typical AUTOEXEC.BAT file. 

 
 

Versions of DOS 

Microsoft licensed or released versions of MS-DOS under different names like Lifeboat 
Associates "Software Bus 86"[5] aka SB-DOS,[4] COMPAQ-DOS,[5] NCR-DOS or Z-DOS[4] 
before it eventually enforced the MS-DOS name for all versions but the IBM one, which was 
originally called "IBM Personal Computer DOS", later shortened to IBM PC DOS. (Competitors 
released compatible DOS systems such as DR DOS and PTS-DOS that could also run DOS 
applications.) 

The following versions of MS-DOS were released to the public:[6][7] 

 MS-DOS 1.x  
o Version 1.12 (OEM) - Compaq release of PC DOS 1.10 
o Version 1.19 (OEM)[8] - Zenith OEM 
o Version 1.25 (OEM) - Microsoft repackaging of PC DOS 1.10 

 MS-DOS 2.x - Support for 10 MB hard disk drives and tree-structure filing system  
o Version 2.0 (OEM) 
o Version 2.1 (OEM) 
o Version 2.11 (OEM) 

 MS-DOS 3.x  
o Version 3.0 (OEM) - Support for FAT16 
o Version 3.1 (OEM) - Support for Microsoft Networks 
o Version 3.2 (OEM) 
o Version 3.21 (OEM) 
o Version 3.25 (OEM) 
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o Version 3.3 (OEM) 
o Version 3.3a (OEM) 
o Version 3.31 (OEM) - Compaq MS-DOS 3.31 supports FAT16B and larger 

drives. 
 MS-DOS 4.x - includes a graphical/mouse interface.  

o Version 4.00 (OEM) 
o Version 4.01 (OEM) - IBM patched Version 4.00 before Microsoft released it. 

First version to introduce volume serial number when formatting hard disks and 
floppy disks (Disk duplication also).[9] 

o Version 4.01a (OEM) 
 MS-DOS 5.x  

o Version 5.0 (Retail) - includes a full-screen editor. A number of bugs required 
reissue. 

o Version 5.0a (Retail) - With this release, IBM and Microsoft versions diverge. 
o Version 5.0.500 (WinNT) - All Windows NT 32-bit versions ship with files from 

DOS 5.0 
 MS-DOS 6.x  

o Version 6.0 (Retail) - Online help through QBASIC. Disk compression and 
antivirus included. 

o Version 6.1 (none) - IBM and Microsoft alternate DOS 6 versions. IBM released 
6.3 also. 

o Version 6.2 (Retail) - Scandisk as replacement for CHKDSK. Fix serious bugs in 
DBLSPACE. 

o Version 6.21 (Retail) - Stacker-infringing DBLSPACE removed. 
o Version 6.22 (Retail) - New DRVSPACE compression. 

 MS-DOS 7.x  
o Version 7.0 (Win95, 95A) - Support for VFAT long file names. New editor. 

JO.SYS is an alternative filename of the IO.SYS kernel file and used as such for 
"special purposes". JO.SYS allows booting from CD-ROM to hard disk. 

o Version 7.1 (Win95B - Win98SE) - Support for FAT32 file system. Last general 
purpose DOS to load Windows. 

 MS-DOS 8.0  
o Version 8.0 (WinME) - Integrated drivers for faster Windows loading. Four 

different kernels (IO.SYS) observed. 
o Version 8.0 (WinXP) - DOS boot disks created by XP and later contain files from 

WinME. The internal command prompt still reports version 5.0 

Microsoft DOS was released through the OEM channel, until DRI released DR DOS 5.0 as a 
retail upgrade. With PC DOS 5.00.1, the IBM-Microsoft agreement started to end, and IBM 
entered the retail DOS market with IBMDOS 5.00.1, 5.02, 6.00 and PC DOS 6.10, 6.30, 7.00 
and 2000. 

A number of beta versions have surfaced on the Internet, such as 5.0 (a ten-diskette version in 
the same vein as 4.0), 7.00 beta 1 (based on 6.00), 7.00 beta 2 (based on 6.22). An OEM source 
package for 6.00, and a late release of 6.2(b) have also been seen. These are not retail versions. 
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Understanding DOS Commands 

All DOS commands begin with a word, sometimes called a keyword, that identifies the action 
you want to take. Most DOS commands can accept parameters that refine the scope of the 
command. The DIR command, for example, tells DOS to show you a list of files written on a 
disk. Adding parameters to this command enables you to specify exactly the files you want 
listed. 
 
Internal Versus External 
DOS recognizes and responds to more than 80 commands. The programming to provide the most 
commonly used commands is contained within the DOS command interpreter, 
COMMAND.COM. You use commands such as DIR and COPY so frequently that making them 
available on demand whenever the computer is displaying a DOS prompt saves time. Because 
DOS does not have to launch (start) any program to provide the service, the commands provided 
by COMMAND.COM are called internal commands. You can tell which commands are internal 
by looking in the directory where DOS is installed. You never find COPY.COM or COPY.EXE, 
so you know that the COPY command is internal. 
Other commands are stored as utility programs in a directory on your hard disk. Because these 
commands are not built into the command processor, they are called external commands. When 
you type a command that COMMAND.COM does not recognize as one of its internal ommands, 
COMMAND.COM responds by looking on disk for a program file having the same name as the 
command. The FORMAT command, for example, is provided by programming found in the file 
FORMAT.COM, which is located in the DOS directory. 
Whether internal or external, all DOS commands conform to rules that provide a grammar or 
syntax that is consistent throughout DOS. As a user, you need to make sure only that DOS can 
find the program files for external commands. 
 

Understanding the Elements of a DOS Command 
To begin to understand DOS commands, you first need to know a few fundamental facts: 
■ DOS requires that you use a specific set of rules, or syntax, when you issue commands. 
■ All DOS commands begin with a keyword that identifies the action you want performed. 
■ Parameters, which are a part of a command’s syntax, refine the way a command is executed. 
Syntax is the order in which you type the elements of the DOS command—its grammar. If 
you say, “Ball red the choose I,” people probably will not understand that you are trying to 
say, “I choose the red ball.” Some people might understand what you are trying to say, but 
not many. A computer, on the other hand, has no intelligence or imagination; it can interpret 
commands only according to its programming. Programming several optional syntaxes 
for commands requires using a great deal of extra memory and disk space, which cuts down 
on the resources available to do real work. That’s why you have to supply the intelligence 
and imagination and why you must enter DOS commands precisely according to the rules 
of command syntax. 
You can think of the command keyword as the action part, or verb, of a DOS command. In 
addition to the keyword, many commands require or allow further directions. You supply 
these directions as parameters and switches. Parameters tell DOS what action to take or 
how to apply the action. Using DOS commands is easy as long as you follow the rules of 
order and use the correct parameters. After you know the basic rules, you often can figure 



out parameters for commands that you don’t use on a regular basis. 
Most applications software incorporates the issuing of commands as part of the software’s 
operation. The commands discussed in this book are DOS commands. Be sure that you 
know the difference between DOS commands, which you issue at the DOS command line, 
and the commands you learn to use with your applications software. 
If you are unsure whether a command you have been taught to use is part of DOS, look in 
Appendix F, “Command Reference.” If that command is not listed, it is an application program 
command, not a DOS command. 

The Command Syntax 
The syntax for most DOS commands can be boiled down to one of the following two simple 
formats: 
 
KEYWORD Drive\Files Switches 

 

KEYWORD SourceFiles TargetFiles Switches 

 

A DOS command always begins with the keyword, which is the name of the command, followed 
by a space. If you use the language metaphor, the keyword is the verb that specifies 
the action to be taken. 
The first example shows the common form for DOS commands that don’t change files in 
some way. The Drive\Files portion of the example is a parameter that specifies what drive 
or files on which the command is supposed to act. This parameter is analogous to a noun in 
English. In other words, the parameter is the thing on which the verb acts. This portion of 
the syntax is in italic to show that the parameter is optional. The parameter also can be 
followed by command-line switches. To extend the language metaphor, switches are like 
adverbs; they modify the verb. They change the action to be done. 
 
The second example here is typical of the syntax for most DOS commands that operate on 
groups of files. The keyword, of course, specifies the action, followed by two parameters 
that indicate the disk or files that provide the data source for the action. The second parameter 
indicates the target disk or files. To copy a group of files from one disk or directory to 
another, for example, you can use the following command: 
COPY A:Myfile.TXT B:Yourfile.TXT 
This command copies a file having the name MYFILE.TXT on drive A into the memory of 
your computer and then writes the contents of the file onto drive B using the name 
YOURFILE.TXT. 
 
Because many DOS commands have several parameters, switches, and defaults, different 
forms of these commands might be correct. You seldom, if ever, use all the optional syntax 
for any command. Some switches actually are mutually exclusive. You cannot format a floppy 
disk as both high density and low density, for example. 
To find out what options are available for any given command, you should look up the command 
in the “Command Reference” later in this book. The first time you look up a complex 
command, don’t let the sheer volume of optional parameters and switches throw you for a 
loop. Even the simplest of DOS commands has several options. 
The way the syntax is presented often is called the paradigm. Even the simple DOS commands 



have an imposing paradigm. A good example is the DIR command, a real workhorse 
of a command. Its paradigm looks something like the following: 
DIR filespec /P /W /S /B /L /C /CH /O:sortorder /A:attributes 

You use the DIR command to display a directory of one or more files stored on a disk. This 
command might look formidable, but it is much easier to understand if you break down the 
individual components. 
 

The Command-Line Parameters 
 
In addition to the command’s name, a DOS command contains syntax elements known as 
parameters. Parameters (sometimes called arguments) are the parts of a command line that 
provide DOS with the objects of the command’s action. The objects might be files, system 
settings, or hardware devices. 
In the DIR example in the preceding section, filespec is the complete filename, including 
any drive, path, and wildcards that you want the DIR command to use. In some commands, 
you might see the filespec spelled out, as in the following: 
d:path\filename.ext 
Don’t be confused by this formal rendering of the filespec; it simply states that the 
filespec can contain a drive letter, a pathname, a filename, and an extension. 
 

The Optional Switches 
A switch is a parameter that turns on an optional function of a command. Switches are special 
parameters because they usually are not the objects of a command’s action; rather, 
switches modify the command’s action. You can use the /W switch with the DIR command, 
for example, to display a wide directory of files instead of the usual single-column list. 
Switches can make a basic command more versatile and powerful. In the DIR example, /P, 
/W, /S, /B, /L, /O, /C, /CH, and /A are switches. 
Usually, you can use a command’s switches in any order or any combination. Not all DOS 
commands have switches, however. Also, the letter used for a switch in one DOS command 
might have a different meaning in another DOS command. In addition, some switches 
require a parameter. You usually attach switch parameters to the switch by using a colon (:), 
as in the following example: 
FORMAT A: /F:360 /S 
In this example, the /F switch specifies that a 360KB floppy disk be formatted in a disk drive 
that normally uses high-density (1.2MB) disks. 
 

Introducing the DOS File System 

To provide data storage and retrieval, the operating system must provide a common method for 
file storage and retrieval so that any software package can access information easily and quickly. 
It is also important that DOS provide these services without your having to know the internal 
details of how the disk works and why. 
DOS generally insulates you from the technical details involved in storing and retrieving 
data on your computer. You must, however, prepare disks by formatting them, and you 
might occasionally have to repair them. In this chapter, you learn information about the 



most basic part of DOS—the file and directory system. After you’ve mastered this information, 
you will have a firm footing for understanding DOS completely. 

On a computer, a file system is an organized collection of files that has a direct parallel to the 
old, familiar file cabinet. The hard disk and floppy disks you use to store data electronically 
use many of the same conventions. Each file on a disk has a unique name, just as each file 
folder in a file cabinet is labeled for identification. Files are arranged on your disks in directories 
(discussed later in this chapter) to make them easier to find, just as sections in a file 
cabinet are organized into group file folders that have a common purpose. 

Understanding Files 

DOS doesn’t bother trying to decipher the contents of a file. Its job is to wrap the information in 
a file folder (the file’s name) and put it where you can find it later. Your job is to know what the 
file contains and which program you need to use to access correctly the data contained in the file. 
In a computer setting, a file can contain data (information), programs (instructions that 
guide computer tasks), or both. A file can exist on a disk, on magnetic tape, on CD-ROMs, 
or even in a computer’s memory. Files are made up of elements of data or programs. The 
individual elements can be stored as patterns of holes in a paper tape, as patterns of magnetic 
fields on the surface of a disk, and in many other ways. 
DOS enables you to use a wide variety of filenames. You are free to develop your own 
filenaming 
conventions, provided that you stay within the character limits imposed by DOS 
and the requirements of the software you use to create the file. Although most software 
packages are lenient in the filenames they can use, many programs require a file to have a 
specific extension before they recognize the file as one of their own 

Understanding Filenames 

Following are the rules for creating legal filenames: 
■ Each filename on a disk must be unique. 
■ Filenames, even though they are not always expressed that way, include the drive letter 
and directory path of the file. In practical terms, this naming convention means that 
each file in a directory must have a unique name because the difference in directory 
names adds to a filename’s uniqueness. 
■ A filename consists of the following items: 
• A name of one to eight characters 
• An optional extension of one to three characters 
• A period between the name and the extension (if an extension is used) 
■ The following characters are allowed in a filename: 
• The letters A through Z (lowercase letters are transformed into uppercase automatically) 
• The numerals 0 through 9 
• The following special characters and punctuation marks: 
$ # & @ ! ( ) - { } ‘_ ~ ^ ‘ 
■ DOS reserves certain ASCII codes for other uses and does not let them be a part of the 
filename. The following characters are not allowed in a filename: 



• Any control character (ASCII codes used as commands) 
• The space character 
• The following special characters and punctuation symbols: 
= / [ ] “ : ; , ? * \ < > | 

 

Understanding File Attributes 

 

Changing File Attributes with the ATTRIB Command 
DOS’s ATTRIB command provides the means to change the settings of the Archive, Readonly, 
Hidden, and System attributes. The syntax of the ATTRIB command is 
ATTRIB [+R|-R] [+A|-A] [+S|-S] [+H|-H] filespec [/S] 
If you issue the ATTRIB command with no parameters, you get a list of all the files in the 
current 
directory, along with a display of their attribute status. 

To change the attributes of files, use the first letter of each attribute’s name and a plus (+) 
sign to set the attributes on or a minus (–) sign to set the attributes off. You can have any 
logical combination on one command line, such as the following: 
ATTRIB -A +R 

 

 

COMMAND LIST 



?, * 

Examples 
*.*    Match any filename. 
*    Same as *.* in most cases. 
????????.???   Same as *.* 
*.    Match any filename that has no extension. 
*.??    Match any file that has a zero- to two-letter extension. 
?.*    Match any file that has a one-letter filename. 
*.   BAK Match all files with a .BAK extension. 

MYFILE Match all files with the filename MYFILE with any (or no) 
extension. 

MY*.*   Match all files that begin with MY. 
M?F*.? XT Match any file that begins with the letter M, has an F as the third 

character 
in the filename, and has a three-letter extension that ends in XT. 

 

> and >> 

You can use the greater-than redirection symbols (> and >>) on the command line to instruct 
DOS to take any output that normally would be written to the screen and send it somewhere 
else. 

DIR C:\DOS > DIR_LIST.TXT 

creates (or overwrites if it already exists) the file DIR_LIST.TXT 

the command 
DIR C:\WIN >> DIR_LIST.TXT 
appends (adds) a list of all the files in the C:\WIN subdirectory to the end of the 
DIR_LIST.TXT file. 

 

< 

Programs normally expect input from the user to come from the keyboard. If you want to 
provide this input from a file instead of the keyboard, you can use the less-than redirection 
symbol (<) to redirect that program’s input. DOS includes three commands specifically 
designed to use with input redirection: MORE, SORT, and FIND. 

MORE < README.TXT 

To sort all the lines in a text file, you might use the SORT command like this: 



SORT < UNSORTED.TXT > SORTED.TXT 

pipe character (|)  
You can use the pipe character (|) on the command line to tell DOS to use the screen output 
from one program as the keyboard input to another. 

In DOS, pipe characters are most often used with the TYPE and MORE commands to display a 
text file one screen at a time, as in the following: 
TYPE README.TXT | MORE 

:label 

In a batch file, you can type a colon (:) in the first column of any line to indicate that the 
next eight characters on that line should be interpreted as a label. Any additional characters 
on the line after the label are ignored. Labels are used as the destination for GOTO statements 
in batch files. 

Syntax 
:label 

Examples 
GOTO SKIP_DEL 
DEL *.BAK 
:SKIP_DEL This text will be ignored 
In this example, when DOS executes the line containing the GOTO SKIP_DEL command, DOS 
searches for the :SKIP_DEL label and continues execution with the line that follows it. The 
DEL *.BAK command is never executed. 

ATTRIB  
In a file’s directory entry on disk, DOS stores information about the file’s size, the date and 
time the file was last modified, and any attributes associated with that file. File attributes 
flag files that have to be backed up, control whether a file can be written to, and hide files 
from view. With ATTRIB, you can view or change the attributes associated with a particular 
file. 
Syntax 
Use this syntax to display the attributes currently set for a file or group of files: 
ATTRIB pathname /S 
Use this syntax to set or clear attributes for a file or group of files: 
ATTRIB +|- A +|-R +|-S +|-H pathname /S 

Examples 
To display the attributes of all the .TXT files in the C:\MYWORK subdirectory, you would enter 
the following: 
ATTRIB C:\MYWORK\*.TXT 
If you want to extend the search to include any subdirectories under the subdirectory, you 
would include the /S switch, as in the following: 
ATTRIB C:\MYWORK\*.TXT /S 



To set the archive bit on for all the files you found so that MSBACKUP will be sure to back 
them up the next time you run it, enter the following: 
ATTRIB +A C:\MYWORK\*.TXT /S 
To clear all the attributes of all the files in the root directory of drive C:, including the 
MS-DOS system files, enter the following: 
ATTRIB -A -R -H -S C:\*.* 
To hide the C:\SECRET subdirectory so that it no longer shows up in directory listings, 
enter the following: 
ATTRIB +H C:\SECRET 

 

CD or CHDIR 

Syntax 
CD drive:\path 

or 
CHDIR drive:\path 

Examples 

To change to the root directory of the current drive, enter CD (or CHDIR) followed by a 
backslash: 
CD \ 
To change to the parent or the current directory, enter CD followed by two periods: 
CD .. 
If the current directory was the root directory, switching to the parent directory with the 
preceding command causes an Invalid directory message to be displayed (because the root 
directory has no parent). (See the first item in the following “Messages” section.) 
For the next set of examples, assume the following directory tree: 
C:\ 
DOS 
TEMP 

WIN 
SYSTEM 
WORK 
STEVE 
ALICE 
Enter the following command to display the current directory on drive C: 
CD C: 
If you omit the C:, the current directory of the current drive is displayed. Assuming that 
drive C is the current drive, you enter the following command to change to the 
C:\WORK\STEVE subdirectory: 
CD \WORK\STEVE 
Then, if you want to change to the C:\WORK\ALICE subdirectory, you can use either of the 



following two commands: 
CD \WORK\ALICE 
or 
CD ..\ALICE 
The second line uses the “double-dot” directory to specify a relative path to the new 
subdirectory. 
It is interpreted as “the subdirectory ALICE of the parent of the current directory.” 
Relative pathnames can get very convoluted. If C:\WORK\ALICE is the current drive and 
directory, 
and you want to change to the C:\WIN\SYSTEM subdirectory, enter one of the following 
commands: 
CD ..\..\WIN\SYSTEM 
or 
CD ..\STEVE\..\..\DOS\..\WIN\SYSTEM 
The preceding examples can help you understand how DOS interprets relative pathnames, 
but using absolute pathnames is much easier when you want to move to a remote part of the 
subdirectory structure. 

 

CHKDSK 

The CHKDSK command checks the directory and file allocation table (FAT) of the disk and 
reports disk and memory status. CHKDSK also can repair errors in the directories or the FAT. 

Syntax 
CHKDSK drive:\path\filename.ext /F /V 

CLS  
The CLS command clears a text screen and returns the cursor to the upper-left corner. It’s 
very useful for clearing away messages left by other commands or batch files. Normally, CLS 
is limited to clearing 25-line text mode screens, but if ANSI.SYS is loaded, CLS clears 43- and 
50-line text modes as well. 

Syntax 
CLS 

COPY 

You can use the COPY command to copy files between disk drives or between drives and 
devices. COPY enables you to keep or change the filenames and also enables you to combine 
(concatenate) files 

Syntax 
The syntax used to copy files from one place to another is very simple: 



COPY source destination /V /Y /YYou 
can tell DOS what kinds of files you are copying by using the /A (ASCII) and /B 
(BINARY) parameters: 
COPY /A /B source /A /B destination /A /B /V /Y /YBy 
adding plus signs, you can specify more than one source file and have them all 
combined 
(concatenated) into one destination file: 
COPY /A /B source /A /B +source2 /A /B +... /A /B destination 

/A /B /V /Y /Y 

DATE 

The DATE command can display and set the current date for your computer. Normally, DOS 
and your computer’s hardware keep the date set properly for you. If you don’t have an 
AUTOEXEC.BAT file, DOS prompts you to enter the current date each time your computer 
reboots. 

Syntax 
DATE mon-day-year 

DEL or ERASE 

The DEL command deletes one or more files from the drive and directory you specify. ERASE 
is an alternative name for this command. Many times, you can restore an accidentally deleted 
file by using the UNDELETE command—if you use the command soon enough. 

Syntax 
DEL pathname /P 
or 
ERASE pathname /P 

DELTREE 

By using DELTREE, you can delete an entire branch of your subdirectory tree. Unlike RD (or 
RMDIR), DELTREE deletes subdirectories that contain files. Because you can delete so many 
files so quickly with this command, you should always be careful when using it. 

Syntax 
DELTREE drive:\path /Y 

 

DIR 



The DIR command displays information about files on your disks. It is one of the most 
commonly 
used DOS commands. DIR is very handy for trying out complicated pathnames with 
wildcards to see whether they match the files you wanted. 

Syntax 
DIR pathname /P /W /A:attributes /O:sortorder /S /B /L /C /CH 

DISKCOMP  
DISKCOMP compares two floppy disks on a track-for-track, sector-for-sector basis to see 
whether their contents are identical. 

Syntax 
DISKCOMP source: destination: /1 /8 

DISKCOPY  
DISKCOPY copies the contents of one floppy disk to another on a track-for-track basis, making 
an exact copy. DISKCOPY works only with floppy disks. 

Syntax 
DISKCOPY source: destination: /1 /8 /V 

DOSKEY  
DOSKEY enhances the usability of the DOS command line. It adds standard editing capabilities 
and the capability to recall recently used command lines. It also has fairly extensive 
macro capabilities, with which you can create command aliases or fast batch files. When 
DOSKEY is first run, it loads itself into memory and remains there until you reboot your 
computer. 

Syntax 
DOSKEY /REINSTALL /BUFSIZE=size /MACROS /HISTORY /INSERT 
/OVERSTRIKE 
macroname=text ... 
or 
DOSKEY /REINSTALL /BUFSIZE=size /M /H /INSERT /OVERSTRIKE 
macroname=text ... 

ECHO  
The ECHO command has two functions. First, you can use it to display messages onscreen 
from a batch file. Second, you can use ECHO to control whether DOS displays onscreen each 
command line from the batch file before executing the command line. 

Syntax 
To display a message, use the following format: 
ECHO message 



To turn on or off the display of commands and other batch-command messages, 
use the 
following format: 
ECHO onoff 

To see the status of ECHO, use the following format: 
ECHO 
 

EDIT  
The EDIT command activates the DOS full-screen ASCII text-file editor. EDIT is very handy 
for writing batch files or making changes to your AUTOEXEC.BAT or CONFIG.SYS file. 
Although 
limited to working on one file at a time, EDIT offers block copy and move operations as well 
as search and replace features. EDIT uses the editor built into QBASIC.EXE; so to use EDIT, 
QBASIC.EXE must be in one of the subdirectories listed in your PATH variable. 

Syntax 
EDIT pathname /B /G /H /NOHI 
 

EXIT  
You can use EXIT to remove a temporary copy of COMMAND.COM from memory. Typically, 
you 
use this command to return to an application program that gives you access to the DOS 
prompt while it’s running. EXIT can remove only temporary copies of COMMAND.COM; it 
cannot 
accidentally remove the permanent copy that is loaded when your computer starts up. 

Syntax 
EXIT 
 

FIND—External 
The FIND command displays all the lines of the designated files that match (or do not match, 
depending on the switches used) the specified string. 

Syntax 
FIND /V /C /N /I “string” pathname ... 

FORMAT—External 
The FORMAT command initializes a disk to accept DOS information and files. FORMAT also 
checks the disk for defective tracks and (optionally) places DOS on the floppy disk or hard 
disk. 

Syntax 
FORMAT drive: /V /V:label /Q /U /F:size /N:sectors /T:tracks /S /B 
 

 

HELP—External 



HELP is a full-screen, online help system that includes information about every DOS command. 
HELP contains the entire text of the “MS-DOS 6 Command Reference” section from 
the Technical Reference manual published by Microsoft. In addition, it provides hypertext 
links and a searchable index that can help you move quickly from one topic to the next. 
DOS version 5.0 included a HELP command as well, but it bore more resemblance to the 
DOS 6 FASTHELP command than to the DOS 6 online help system. 

Syntax 
HELP command /B /G /H /NOHI 
 

LABEL—Internal 
Each disk can have a volume label as well as a volume serial number. The volume label is 
text and can be up to 11 characters long. The LABEL command enables you to display, add, 
delete, or change the volume label for a disk. 

Syntax 
LABEL drive:volume_label 

 

LASTDRIVE—Internal 
If you’re connected to a network, running MSCDEX for access to a CD-ROM drive, or using 
the SUBST command to create drive aliases, you might need the LASTDRIVE= command to tell 
DOS to save space for the additional drive letters you’ll need. You can use LASTDRIVE= only 
in your CONFIG.SYS file. 

Syntax 
LASTDRIVE=drive 

 

MD or MKDIR—Internal 
The MD (or MKDIR) command can create new subdirectories on your disks. Storing files in 
various subdirectories helps you to keep them organized, and with MD, you can create as 
many as you need. 

Syntax 
MD drive:\path 

MKDIR drive:\path 

 

MEM —External 
MEM is a utility that displays the amount of used and unused memory, allocated 
and open 
memory areas, and all programs currently in the system. MEM can be enormously 
useful when 
you want to see just how your memory is being used, and whether you have 
enough space 
left for another resident program to be loaded high. 
Syntax 



For DOS 6, the following parameters are available for MEM: 
MEM /CLASSIFY /DEBUG /FREE /MODULE name /PAGE 
or 
MEM /C /D /F /M name /P 
For DOS 5.0, the following parameters are available for MEM: 
MEM /CLASSIFY /DEBUG /PROGRAM 
or 
MEM /C /D /P 
 

MOVE—External 
You can use MOVE to move a file or group of files from one location to another or 
to rename 
subdirectories. 
Syntax 
To move a file or group of files, use the following format: 
MOVE source, source, ... destination /Y /-Y 
To rename a subdirectory, use the following format: 
MOVE old_dirname new_dirname 
 
 

NUMLOCK—Internal 
NUMLOCK= was introduced with DOS 6. It enables you to choose the state of the NumLock 
key (ON or OFF) when the system starts up. If your computer toggles the NumLock key the 
 
“wrong” way when you reboot, the NUMLOCK= command is just what you need. NUMLOCK= 
can 
be used only in your CONFIG.SYS file. 
Syntax 
To have NumLock turned on (numbers on the keypad active) when you reboot your computer, 
include the following line in your CONFIG.SYS file: 
NUMLOCK=ON 
To have NumLock turned off (cursor keys on the keypad active) when you reboot your 
computer, include the following line in your CONFIG.SYS file: 
NUMLOCK=OFF 
 

PASSWD 
You can use PASSWD to set a read/write and read-only password for Stacker 
drives. 
Syntax 
PASSWD drive: oldpassword newpassword /ro /? 
Parameters and Switches 



drive: Indicates the Stacker drive for which to set a password. 
oldpassword Identifies the old password. 
newpassword Identifies the new password. 
/ro Changes the read-only password. 
/? Displays the abbreviated online help. 

 

PATH—Internal 
The PATH command can be used to change or display the PATH environment variable. When 
DOS cannot find an executable program in the current directory, it searches through each 
directory listed in the PATH environment variable. Executable programs are files that end in 
.COM, .EXE, or .BAT, and DOS searches each directory on the search path, in that order, for 
each type. By specifying a PATH, you can save yourself from having to enter the full pathname 
for each command you want to execute. The Setup program for DOS 6 places a PATH 
command in your AUTOEXEC.BAT file that places the C:\DOS subdirectory (or whatever 
install 
directory you specified) on your search path. 

Syntax 
To specify an executable file search path, use the following format: 
PATH path1;path2;path3;... 

To display the current PATH, use the following format: 
PATH 
To clear the current PATH, use the following format: 
PATH ;FILE 
 

PRINT—External 
The PRINT command is a memory-resident utility that enables you to print files in the 
background 
on your computer. Unfortunately, PRINT is limited to printing text files; you can’t use 
it as a general-purpose print spooler. 

Syntax 
To load PRINT into memory, use the following format: 
PRINT /D:device /B:bufsiz /M:maxticks /Q:maxfiles /S:timeslice 

/U:busyticks /T textfile /P /C 
To add or delete files in the queue, use the following format: 
PRINT /T /P /C textfile1 /P /C textfile2 /P /C ... 
 

PROMPT—Internal 
You can customize the prompt that MS-DOS displays by using the PROMPT 
command. 
PROMPT, like PATH, saves its settings in the DOS environment. People often use 
ANSI control 



codes in their prompt strings, in which case ANSI.SYS has to be loaded into 
memory from 
the CONFIG.SYS file. 
Syntax 
PROMPT promptstring 

 

RD or RMDIR—Internal 
You can use the RD (or RMDIR) command to delete empty subdirectories. If the subdirectory 
still contains any files, RD aborts and displays an error message. To delete a subdirectory and 
all its files, use the DELTREE command. 

Syntax 
RD drive:\path 

RMDIR drive:\path 

 

REM—Internal 
You can use the REM command to insert comments into batch files or your CONFIG.SYS file. 
Any text on the line after REM (with a few exceptions in batch files) is ignored when DOS is 
processing that line in the file. Using this command can be extremely handy for documenting 
or temporarily “commenting out” lines in the file. 

Syntax 
REM comment 

Parameters and Switches 
comment Can be any text. DOS truncates any line longer than 127 characters, but 
this usually doesn’t matter in a comment line. In batch files, comments are read by 
the parser, so the pipe character (|) and redirection symbols (< and >) should be 
avoided. 
 
 

REN or RENAME—Internal 
REN (or RENAME) is a utility you can use to rename files. Unlike many third-party utilities, 
REN 
cannot move files from one subdirectory to another, and it cannot rename subdirectories. To 
rename subdirectories, see the MOVE command. 

Syntax 
REN old_name new_name 

or 
RENAME old_name new_name 

 

RENDIR 
You can use the RENDIR command to rename a directory or subdirectory. 



Syntax 
RENDIR drive:\path\oldname drive:\path\newname /? 
 

RESTORE—External 
You can use the RESTORE command to restore from one disk to another disk one or more 
backup files created with the BACKUP command. If your backup file was created by 
MSBACKUP, you must use MSBACKUP to restore data from that file. 

Syntax 
RESTORE drive1: drive2:path\filename.ext /S /P /M /N /B:date /A:date 

/L:time /E:time /D 
 

SCANDISK—External 
The ScanDisk program can locate and fix errors on disks. It works on most local drives, 
including DoubleSpace compressed drives. ScanDisk also can perform a surface scan, which 
reads every sector on the disk to make sure that it is error free and readable. 

Syntax 
To check one or more disk drives for errors, use the following format: 
SCANDISK drive: ... /ALL /CHECKONLY /AUTOFIX /NOSAVE /CUSTOM 
/SURFACE 
/MONO /NOSUMMARY 
To check an unmounted DoubleSpace volume file for errors, use the following 
format: 
SCANDISK cvf_file /CHECKONLY /AUTOFIX /NOSAVE /CUSTOM /MONO 
/NOSUMMARY 
To check the degree of fragmentation in a group of files, use the following format: 
SCANDISK /FRAGMENT pathname 

To undo the changes ScanDisk previously made fixing files, use the following 
format: 
SCANDISK /UNDO undo: /MONO 
 
 

SET—Internal 
The SET command enables you to view, add, delete, or change variables contained in the 
DOS environment. Starting with DOS 6.0, you can use the SET command in your 
CONFIG.SYS file. MS-DOS uses several environment variables to control different aspects 
of its operation. 

Syntax 
To display all the variables defined in the environment, use the following format: 
 
SET 



To add or replace an environment variable, use the following format: 
SET name=string 

 

SETVER—External 
When programmers write software, they often add code to check the version of DOS that is 
running. To be on the safe side, they may prevent their program from running if the preliminary 
check reveals the presence of a version of DOS that they didn’t test. In many cases, 
this paranoia is unnecessary, and lying to the program about which version of DOS is running 
enables the software to operate safely. The SETVER.EXE device driver maintains in memory 
a version table that tells it exactly which programs to lie to and what version of DOS to 
tell the program it is running. When you run SETVER from the command line, you can view, 
add, change, or delete entries in SETVER.EXE’s version table. These changes take effect the 
next time SETVER.EXE is loaded into memory. 

Syntax 
SETVER drive:\path filename n.nn 

SETVER drive:\path filename /DELETE /D /QUIET 
 

SORT—External 
SORT is a program that reads lines from the standard input device, performs an ASCII sort 
on those lines, and then writes them to the standard output device. The sort can be in 
ascending or descending order and can start at any column in the line. SORT is one of the filter 
programs provided by MS-DOS for use with redirection symbols from the command 
line. 

Syntax 
SORT /R /+column < source_file > dest_file 

or 
command | SORT /R /+column 

 

TIME—Internal 
The TIME command can display and set the current time for your computer. Normally, DOS 
and your computer’s hardware attempt to keep the time set properly. If you don’t have an 
AUTOEXEC.BAT file, DOS prompts you to enter the current date each time your computer 
reboots. 

Syntax 
TIME hh:mm:ss.xx A|P 
To display the time and have DOS prompt you to enter a new time, use the 
following 
format: 
TIME 
 

TREE—External 



The TREE command displays a visual representation of the subdirectory structure on your 
disk, which is often referred to as the directory tree. TREE can be useful for printing a map of 
your hard drive if you redirect its output to your printer. 

Syntax 
TREE drive:path /F /A 
 

TYPE—Internal 
The TYPE command displays the contents of a file onscreen. If the file is an ASCII text file, 
you are able to read it. If it’s a binary file, however, the screen may seem to fill up with gibberish 
while beeping, and you may think you’ve broken your computer. No harm has been 
done, but displaying binary files onscreen is a fairly useless operation. The CLS command 
cleans up the mess for you. 

Syntax 
TYPE pathname 

 

VER—Internal 
VER is a simple command that displays the version number of MS-DOS onscreen. If you 
ever wonder what version of DOS is running on the computer you are using, type VER at the 
DOS command prompt. 

Syntax 
VER 
 

VERIFY—Internal 
Normally, when DOS writes information to a disk, it trusts the disk hardware to make sure 
that the data was stored safely. If you want to be absolutely sure, you can enter VERIFY ON; 
DOS then reads back all the data written to disk and compares it to make sure that it was 
stored safely. Using VERIFY ON, however, slows down disk-write operations substantially, so 
this additional level of protection doesn’t come without a price. 

Syntax 
VERIFY onoff 

 

VOL—Internal 
VOL displays the volume label and serial number of a disk if they exist. The volume label is 
simply a name that you can assign when you format a disk or later when you use the LABEL 
command. DOS began adding serial numbers to disks with DOS 4.0. 

Syntax 
VOL drive: 

 

 

XCOPY—External 



XCOPY can copy groups of files and subdirectories from one disk to another. 
When copying 
large groups of files, XCOPY is somewhat faster than COPY because it reads more 
than one file 
at a time into memory. 
Syntax 
XCOPY source destination /A /D:date /E /M /P /S /V /W /Y /-Y 
 
 
 

PROCESSES 
 
Processes are how Linux organizes the different programs waiting 
for their turn at the CPU. 
 

How a Process Works 
 
When a system starts up, the kernel initiates a few of its own activities as processes 
and launches a program called init. init, in turn, runs a series of shell scripts (located in /etc) 
called init scripts, which start all the system services. Many of these services are implemented as 
daemon programs, programs that just sit in the background and do their thing without having any 
user interface. So even if we are not logged in, the system is at least a little busy performing 
routine stuff. 
The fact that a program can launch other programs is expressed in the process scheme as a 
parent process producing a child process. The kernel maintains information about each process 
to help keep things organized. For example, each process is assigned a number called a process 

ID (PID). PIDs are assigned in ascending order, with init always getting PID 1. The kernel also 
keeps track of the memory assigned to each process, as well as the processes’ readiness to 
resume execution. Like files, processes also have owners and user IDs, effective user IDs, and so 
on. 
 
Viewing Processes with ps 

 
The most commonly used command to view processes (there are several) 
is ps. The ps program has a lot of options, but in it simplest form it is used 
like this: 
 



 

 
 

 

 
 



Controlling Processes 
 
Now that we can see and monitor processes, let’s gain some control over 
them. For our experiments, we’re going to use a little program called xlogo 
as our guinea pig. The xlogo program is a sample program supplied with the 
X Window System (the underlying engine that makes the graphics on our 
display go), which simply displays a resizable window containing the X logo. 
First, we’ll get to know our test subject: 

 
After we enter the command, a small window containing the logo 
should appear somewhere on the screen. On some systems, xlogo may 
print a warning message, but it may be safely ignored. 
 

 
We can verify that xlogo is running by resizing its window. If the logo is 
redrawn in the new size, the program is running. 
Notice how our shell prompt has not returned? This is because the shell 
is waiting for the program to finish, just like all the other programs we have 
used so far. If we close the xlogo window, the prompt returns. 
Interrupting a Process 
Let’s observe what happens when we run xlogo again. First, enter the xlogo 
command and verify that the program is running. Next, return to the terminal 
window and press CTRL-C. 

 
In a terminal, pressing CTRL-C interrupts a program. This means that we 
politely asked the program to terminate. After we pressed CTRL-C, the xlogo 
window closed and the shell prompt returned. 
Many (but not all) command-line programs can be interrupted by using 
this technique. 
Putting a Process in the Background 
Let’s say we wanted to get the shell prompt back without terminating the 
xlogo program. We’ll do this by placing the program in the background. 
Think of the terminal as having a foreground (with stuff visible on the surface, 
like the shell prompt) and a background (with hidden stuff below the 
surface). To launch a program so that it is immediately placed in the background, 
we follow the command with an ampersand character (&): 
 

 



 
 
Returning a Process to the Foreground 

A process in the background is immune from keyboard input, including any 
attempt to interrupt it with a CTRL-C. To return a process to the foreground, 
use the fg command, as in this example: 

 
The command fg followed by a percent sign and the job number (called 
a jobspec) does the trick. If we have only one background job, the jobspec is 
optional. To terminate xlogo, type CTRL-C. 
Stopping (Pausing) a Process 

Sometimes we’ll want to stop a process without terminating it. This is often 
done to allow a foreground process to be moved to the background. To stop 
a foreground process, type CTRL-Z. Let’s try it. At the command prompt, type 
xlogo, press the ENTER key, and then type CTRL-Z: 
 

 
 
After stopping xlogo, we can verify that the program has stopped by 
attempting to resize the xlogo window. We will see that it appears quite 
dead. We can either restore the program to the foreground, using the fg 
command, or move the program to the background with the bg command: 
 

 
 



Signals 
The kill command is used to “kill” (terminate) processes. This allows us to 
end the execution of a program that is behaving badly or otherwise refuses 
to terminate on its own. Here’s an example: 
 

 
Sending Signals to Processes with kill 
The most common syntax for the kill command looks like this: 
kill [-signal] PID... 
If no signal is specified on the command line, then the TERM (Terminate) 
signal is sent by default. 

 
More Process-Related Commands 
Since monitoring processes is an important system administration task, 
there are a lot of commands for it. 

 

 



LINUX 

 

 
 

The command line can be an intimidating and unforgiving environment. Unlike working in 
graphical environments, it's not entirely clear what commands one must execute in a terminal to 
accomplish a given task. Couple this with the fact that the command line does not prevent you 
from doing things that might cause irreparable damage to your system, and it becomes clear why 
many people never take the time to learn how to use it.  
Despite the hidden dangers and uncertainty faced by new users (known jokingly as "newbies" in 
the technology industry), you shouldn't fear the command line. Armed with the information in 
this book you will acquire the skills necessary to become more proficient in the command line 
environment. You will discover that most Unix, Linux, and BSD systems share the same core 
architecture, with only a few subtle differences. After learning the basic architecture and 
commands of Unix, Linux, and BSD systems you will easily be able to transition between the 
different platforms.  



To aid the learning process, I recommend downloading one or more of the free operating systems 

listed below to practice the commands in this guide. 

 

Linux is the recommended starting point for beginners. It has support for all the latest hardware 

and provides a user-friendly installation process.  

Brief History of Unix, Linux, and BSD  
Unix was created in 1969 at Bell Laboratories which was, at the time, a research and 

development division of AT&T. Since that time, Unix has branched into many different 

commercial and open source implementations, most of which are based on the original AT&T 

standard. Modern Unix-based systems are typically classified into one of the following groups: 

 

In the 1970s, researchers at the University of California, Berkeley began developing BSD (short 
for Berkeley Software Distribution). BSD was originally based on the AT&T Unix codebase, but 
has been rewritten over time to remove AT&T copyrighted code from the system. This allows 
BSD to be distributed with minimal restrictions. Since that time, the BSD code-base has split to 
form a number of popular operating systems including FreeBSD, OpenBSD, and NetBSD. BSD 
code can also be found in proprietary proprietary operating systems created by Microsoft, Apple, 
and Sun Microsystems.  
Commercial Unix systems began to appear in the early 1980s. These systems combined various 
amounts of Unix and BSD code along with vendor-specific enhancements to create new 
platforms such as AIX, HP-UX, and Sun Solaris. Today, commercial Unix systems can be found 
in data centers at many large companies running mission critical applications.  
In 1991, a computer science student at the University of Helsinki in Finland named Linus 
Torvalds created the Linux operating system. While Linux shares much of the core concepts of 
Unix, it contains no Unix code. This means it can be freely distributed in the same manner as 



BSD (although under a different license). The first commercial Linux distributions hit the market 
in the mid 1990s. Since then hundreds of Linux variants have been developed. The open nature 
of the Linux operating system has contributed to its success and helped make it one of the most 
popular server operating systems in use today.  
The Unix platform has been around since long before graphical user interfaces were invented. 

The fact that Unix-based systems are still a commanding force in modern computing is a 

testament to the industrial design of the platform. With Unix, Linux, and BSD popularity at an 

all time high, now is the perfect time to explore these platforms and join the movement. 

Architecture 
The Kernel  
At the heart of every Unix, Linux, and BSD system is the kernel. The kernel provides a layer 

between the computer hardware and user applications. When applications need to display output 

to a screen or write files to the disk, the kernel facilitates these actions. Think of the kernel as the 

conductor in a symphony; it directs all the actions of the operating system. 



 

When you type a command on the keyboard, the computer hardware receives the signals and 

transfers them to the kernel. The kernel recognizes the key strokes and draws them on the 

display. Once the typed command is executed, the program will utilize the kernel to request 

processor, memory, and other resources in order to perform the requested task. 

Popular Versions of Unix, Linux, and BSD  
There are many different Unix, Linux, and BSD distributions. The tables below list the most 

popular systems in use today. 



 

 



 



 



 

EXT versions 2 through 4 are file systems used by the Linux operating system. Currently, ext3 is 
the most widely used file system on Linux distributions. The recently released ext4 file system 
has many new features and performance benefits over ext3. It will become the default file system 
for most Linux systems within the next few years. Versions before ext3 are considered obsolete 
and are rarely.  
JFS is IBM's journaling file system primarily used on the AIX operating system.  
HFS+ is Apple's file system used on their Unix-based Mac OS X operating system. HFS+ isn't 
widely supported by other operating systems but it can be mounted as read-only on Linux 
systems.  
UFS is a Unix file system used primarily by BSD distributions.  
VxFS is a file system developed by Veritas Software Corporation (now known as Symantec) and 
used on HP-UX systems. It is also supported on several other Unix and Linux systems although 
it is rarely used outside of HP-UX.  
ZFS is a new and highly robust file system developed by Sun Microsystems. It is primarily used 

on the Solaris operating system but also has limited support for some Linux and BSD systems. 

Devices  
Every Unix, Linux, and BSD system has a directory that is known as /dev. This directory contains 
device files (sometime referred to as special files) that represent hardware installed on the system 
such as /dev/mouse and /dev/cdrom. # Within the /dev directory there can be several hundred files. 
Most of these files are of little use in everyday activities. As the system administrator of a Unix or 
Linux system you will primarily be working with the device files that represent your disk drive(s). 
Knowing the path to your hard drive is important when working with commands related to file 
systems. More on this topic is covered in Section 10 of this guide. 
Within /dev, there are also a few helpful pseudo-devices. Pseudo-devices do not represent actual 
hardware and exist only to perform a specific task. The table below describes the most commonly 
used pseudo-devices. 



 
The Shell  
The command line interpreter, also known as the shell, is a program that accepts input from a user 
(typically a command of some sort) and performs the requested task. Once that task has completed, 
the program will terminate and return the user to the shell.  
The shell's prompt identifies the type of shell being used. There are two basic types of shell 
prompts: 
$  Normal user shell (may 

also be % or > on 
some systems)  

#  Root user shell  

 

 

  
 

Types of Shells  
There are several different types of shells for Unix, Linux, and BSD systems. Each shell has its 

own set of features and usage syntax. The next table describes the most popular shells that are 

currently available. 

 

The bash shell is the most popular shell in use today. It is the default shell on all Linux systems 

and is also available for most Unix and BSD systems. Other shells like csh, tcsh, and ksh are 

typically used by default on non-Linux systems. 

 



A INTRODUCTION TO VI 
 
The first version of vi was written in 1976 by Bill Joy, a University of California, Berkeley 
student who later went on to co-found Sun Microsystems. Vi derives its name from the word 
visual, because it was intended to allow editing on a video terminal with a moving cursor. Before 
visual editors there were line editors, which operated on a single line of text at a time. To specify 
a change, we tell a line editor to go to a particular line and describe what change to make, such as 
adding or deleting text. With the advent of video 
terminals (rather than printer-based terminals like teletypes), visual editing became possible. vi 
actually incorporates a powerful line editor called ex, and we can use line-editing commands 
while using vi. 
Most Linux distributions don’t include real vi; rather, they ship with an enhanced replacement 
called vim (which is short for Vi IMproved) written by Bram Moolenaar. vim is a substantial 
improvement over traditional Unix vi and is usually symbolically linked (or aliased) to the name 
vi on Linux systems. In the discussions that follow, we will assume that we have a program 
called vi that is really vim. 
 
Starting and Stopping vi 
To start vi, we simply enter the following: 
 

 



 

To exit, we enter the following command (note that the colon character is part 
of the command): 

 

 



 

The leading tilde characters (~) indicate that no text exists on that line. This shows that we have 
an empty file. Do not type anything yet! The second most important thing to learn about vi (after 
learning how to exit) is that vi is a modal editor. When vi starts up, it begins in command mode. 
In this mode, almost every key is a command, so if we were to start typing,  
vi would basically go crazy and make a big mess. 
 
Entering Insert Mode 

 
In order to add some text to our file, we must first enter insert mode. To do this, we press the I 
key (i). Afterward, we should see the following at the bottom of the screen if vim is running in 
its usual enhanced mode (this will not appear in vi-compatible mode): 
 
-- INSERT – 
 
Now we can enter some text. Try this: 
The quick brown fox jumped over the lazy dog. 
To exit insert mode and return to command mode, press the ESC key. 

 

Saving Our Work 
To save the change we just made to our file, we must enter an ex command 

while in command mode. This is easily done by pressing the : key. After 
doing this, a colon character should appear at the bottom of the screen: 



 

 

Moving the Cursor Around 
While it is in command mode, vi offers a large number of movement commands, 
some of which it shares with less. Table lists a subset. 

 

 

 

 

 



 

Basic Editing 

Appending Text 

vi has several ways of entering insert mode. We have already used the i command 
to insert text. 
Let’s go back to our foo.txt file for a moment: 

 

Opening a Line 
Another way we can insert text is by “opening” a line. This inserts a blank line between two 
existing lines and enters insert mode. This has two variants, as shown in Table 



 

 

 

 



 
Cutting, Copying, and Pasting Text 
The d command not only deletes text, it also “cuts” text. Each time we use the d command, the 
deletion is copied into a paste buffer (think clipboard) that we can later recall with the p 
command to paste the contents of the buffer after the cursor or with the P command to paste the 
contents before the cursor. 
The y command is used to “yank” (copy) text in much the same way the d command is used to 
cut text. Table  lists some examples combining the y command with various movement 
commands. 

 
Joining Lines 

vi is rather strict about its idea of a line. Normally, it is not possible to move the cursor to the end 
of a line and delete the end-of-line character to join one line with the one below it. Because of 
this, vi provides a specific command,J (not to be confused with j, which is for cursor movement), 
to join lines together. 
If we place the cursor on line 3 and type the J command, here’s what happens: 



 
Search and Replace 
vi has the ability to move the cursor to locations based on searches. It can do this on either a 
single line or over an entire file. It can also perform text replacements with or without 
confirmation from the user. 
 
Searching Within a Line 
The f command searches a line and moves the cursor to the next instance of a specified character. 
For example, the command fa would move the cursor to the next occurrence of the character a 

within the current line. After performing a character search within a line, the search may be 
repeated by typing a semicolon. 
 
Searching the Entire File 

To move the cursor to the next occurrence of a word or phrase, the / command is used. When 
you type the / command, a forward slash will appear at the bottom of the screen. Next, type the 
word or phrase to be searched for, followed by the ENTER key. The cursor will move to the next 
location containing the search string. A search may be repeated using the previous search string 
with the n command. Here’s an example: 

 

 
followed by the ENTER key. The cursor will move to line 2. Next, type n, 
and the cursor will move to line 3. Repeating the n command will move the 
cursor down the file until it runs out of matches. While we have so far used 
only words and phrases for our search patterns, vi allows the use of regular 

expressions, a powerful method of expressing complex text patterns. We will 
cover regular expressions in some detail in Chapter 19. 

Global Search and Replace 
vi uses an ex command to perform search-and-replace operations (called substitution in vi) over 
a range of lines or the entire file. To change the word Line to line for the entire file, we would 
enter the following command: 
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Windows XP  
 
Windows XP is an operating system which runs as an interface between the computer and you to 
help you use the PC and allow you to run complex applications.  
To open up Windows XP, you need to first login with your userid and password.  

1. The Desktop  

 

1.1 Overview  
The Desktop is where you start when you first log in and it refers to the computer screen and includes 
the taskbar across the bottom and icons which are shortcuts to run applications. The Desktop will 
always be there during the session, behind whatever else you do.  

The Desktop is where you start to access any files, folders or applications and so, when viewing 
folder structures, is placed at the top of the hierarchy of places to which you might go.  
THE DESKTOP 



 

 

Taskbar operations  

To display tooltips:  

Hover with the mouse over the button on the taskbar - hovering over an application button gives 

the name of the file that is open in that application.  



To display the date  

Hover with the mouse over the time and the date will display in a tooltip.  

To minimise all open applications  

Right click on an empty part of the taskbar, then choose Show the Desktop. All the open 

windows will be minimised to the buttons on the taskbar, so displaying the desktop. The menu 

option will then change to Show Open Windows, ready for restoring them all. Clicking on an 

individual button will display the window for that one only.  

To tile or cascade windows  

Right click on an empty part of the taskbar, and then choose Tile Windows Horizontally, Tile 

Windows Vertically or Cascade Windows  

To view the task list  

This is a way of viewing a list of the applications running on the PC and their status. Right click 
on an empty part of the taskbar, and then choose Task Manager. Under the Applications tab you 
can see the list. From here you could select an application that was not responding and use the 
End Task button to close it down. 

Taskbar customisation  

Right click with the mouse on an empty part of the taskbar and choose Properties.  

Unlocking the taskbar  

If you take the tick off ‘Lock the taskbar’, you will then be able to drag it elsewhere on the 

desktop, adjust divisions between taskbar areas and change its depth.  

Auto-hide the taskbar  

If this option is ticked, the taskbar will only appear when your mouse pointer approaches the 

bottom of the screen.  

Ensure the taskbar is visible  

If you have the option ‘Keep the taskbar on top of other windows’ ticked, then the taskbar will 

still be visible, even when an application window is maximised.  

Group similar taskbar buttons  

Ticking this option means, that when more than one instance of an application is running, the 
taskbar buttons will either be next to each other, if there is room, or will be consolidated onto one 
button. Clicking on the one button will list the open files. 
 
 
 
 



 

Displaying the Quick Launch toolbar  

By ticking ‘Show quick launch’, a useful set of buttons appear on the taskbar next to the Start button. 
Initially there are shortcuts for your web browser, email application and a Show the desktop button, 
which will minimise all the open windows. Further shortcuts can be added here. 

The Start Menu  

The Start Menu is where you can begin to do anything – it provides means to run any installed 

application and find any files that are on the computer, as well as customise how it is set up.  

Start Menu operations  

To display the Start Menu  

A single click on the Start button displays the Start menu.  

To close the Start Menu  

Click on any empty space on the desktop.  

Starting applications from the Start Menu  

There is a list of useful shortcuts to applications down the left side of the Start menu. There is a 

dividing line: those above the line (the pinned items) are constant, but you can add extra ones 



here yourself; those below the line (the most frequently used programs) will change to reflect the 

applications you use most often.  

A single click on a menu item will run it.  

If a menu item has an arrow beside it, then you can hover over it to display further menus.  

Hovering over All Programs with your mouse pointer will display a list of all available 
applications. 

 



 

 
To display a program at the top of the Start Menu  

Right-click the program you want to display as a pinned item on the Start menu.  

This program could be a link on the Start menu, in Windows Explorer, in My Computer, or on 

the desktop. Then click Pin to Start menu.  

You can remove a program from the pinned items list by right-clicking the program and then 

clicking Remove from This List.  

You can change the order on the pinned items list by dragging a program to a new position.  

Desktop icons  



The desktop icons are shortcuts to applications or files.  

A double click will run the application  

A single click selects an icon (– if you then press Enter the application will run).  

A right click on an icon brings up a shortcut menu. From here you can choose to rename it, open 

it, delete it or look at its properties.  

Re-aranging icons  

You can move an icon by clicking on it with the mouse and dragging it.  

You can re-arrange icons by right-clicking on an empty part of the desktop, and choosing 

‘Arrange Icons by’, then choose an option.  

Autoarrange will always put the icons back if they get dragged out of place.  

 

Creating a desktop shortcut  

Right click on the desktop, choose New, then Shortcut. Click on the Browse button to choose the 

application/file for which you want the shortcut. After Next you can choose the name for it. 

Finish will create it.  

Alternatively, you can drag an application on to the desktop from the Start menu for instance, or 

you can right click on an application link, choose Send to, then Desktop (create shortcut). 

Desktop settings  

Customisation of the desktop is done by right-clicking on an empty part of the desktop and 

choosing Properties.  

Changing the display style  

Under the Themes tab, from the drop down list by the Themes box, choosing Windows XP gives 

you the normal XP look.  

(Windows Classic is a style very similar to previous versions of Windows, such as NT.)  



Then click OK.  

Changing the resolution  

If you think that everything on your screen is too small or too large then you may want to try 

changing the screen resolution.  

Choose the Settings tab, then drag the Screen Resolution slider to what you want – perhaps to 

800 by 600 pixels.  

Then click OK. 

 

 

 

To Close Down the PC  

To log off and leave the computer running  

From the Start menu, click on Log Off.  

You can choose to either close your programs and log off or leave your programs running and 

log on as a different user.  



To close down the PC  

From the Start menu, click on Shut Down. 

This will log you off and prepare your computer for powering off. It will probably power off 

automatically. 

 

Changing your password  
Press CTRL + ALT + Delete, then choose Change Password and fill in the form. 

 

Basic Windows Operations  

Everything you do will run in a window. All windows have common features. 

 

To move a window  

Click on the title bar and drag it.  

To maximise a window  

Click on the Maximize button at the top right. The application will then fill the screen (except for 

the taskbar at the bottom).  



To restore a Window  

Click on the Restore button. When a window is maximized, the Maximize button becomes the 

restore button and will return the window to the size it was before being maximized. 

To minimize a window  

Click on the Minimize button. The application will shrink down to a button on the taskbar. 

Clicking on the taskbar button will bring it back.  

To resize a window  

Click on the border and drag to the size required. Dragging the corner enables both sides to be 

resized at once.  

To close a window  

Click on the X at the top right corner. The application will be closed down.  

The Control Box  

Clicking this brings up a menu for some of the above operations. Double clicking closes the 

window.  

Scrolling  

If all the content of the window is not visible there will be a scrollbar(s). Click on the arrows at 

each end of a bar to scroll.  

Moving between open windows  

Alt+Tab  

or click on a taskbar button.  

See Appendix A for a fuller list of Windows operations for mouse and keyboard  

5. Drives, Folders and Files  
 

Files on a computer drive can be saved into folders, which are arranged in a hierarchical or tree 

structure. You can create your own folders into which you can save your files, so as to make 

them easy to find again.  

You should keep your own files separate from any existing files on your computer, as these may 

be system files that are needed to run the computer.  



My Computer  

This is a collection of the drives accessible to you from your computer, such as your floppy drive 

or CD ROM drive. It appears in the Start Menu and sits directly under ‘The Desktop’ in the 

hierarchical structure.  

You can also access your personal and shared network drives (h: and s:) from My Computer, but 

not other computers on the network.  

Your local area on the network will be labelled with your login name e.g. Itnjh on 

‘User1\Staff\User’ (H)). The H is not always visible being at the end of the label. 

My Documents  

When you are logged in to the network on a University PC, My Documents is set up to point 

directly to your H: drive, your home area on the network. (It would otherwise point to an area in 

your profile on the C: drive.)  

‘My Documents’ appears in the Start Menu and sits directly under ‘The Desktop’ in the 

hierarchical structure. You will also see links to My Documents throughout Windows as you 

work, so the direct link to H can be useful when you want save or find your own files.  

Saving your work  

Within an application, the menu item File, Save As takes you to a dialogue box. From here you 

will need to choose where to save your work as a file and give the file a name.  

This is a typical Save As screen: 

 



Save in box. Click on the black arrow to the right of the box and choose the drive you require 
(usually H:). Alternatively to get to H, click on the My Documents button.  

The contents of whatever drive or folder is showing in the Save in box are displayed in the space 
below.  

Double clicking on a folder opens it (putting its name in the Save in box) and displays its 
contents below. You can repeat this and so go down the tree structure until you are displaying the 
folder where you want to save.  
If you need to go back up the structure, use the icon with the up arrow to the right of the Save in 
box.  

Give the new file a name in the File Name box.  

Click on the Save button. 

Finding your files  

Within an application, the menu item File, Open takes you to a dialogue box. From here you will 

need to choose where your work was saved. The Open screen is very similar to the Save as 

screen above and you navigate through the file structure in the same way, until you have found 

the folder where your file is. You then select the file and click on the Open button.  

If you cannot find your file then you can use the Windows Search facility. 

 



 

 



 

 

 File Management  

You may be used to using Windows Explorer from previous versions of Windows, and you can 
continue to use it. However the screen is very similar with one exception to that of the folder 
windows displayed from My Documents or My Computer, which I suggest you may now want to 
use for your file management tasks.  

Windows Explorer  

You can find Windows Explorer from the Start menu, All Programs, Accessories. If you like to 
use this and find it a bit inaccessible there, you could pin it to the Start Menu  

The left pane displays a tree structure of drives and folders: ‘The Desktop’ at the top level and 
‘My Computer’ at the next level down. The drives available to you are shown next with the 
folders on those drives arranged in the structure below each.  

A folder is selected with a single click and it appears blue. The right pane displays the contents 
of the selected folder.  

The path of the currently selected folder appears in the Address box at the top left of the screen.  

The only difference between Windows Explorer and the Folders windows described next are that 

Windows Explorer opens with the Folder list option already chosen. If you were to click on the 

Folders button on the taskbar it would then be the same. 

 

 



 

Folder Options  

Options about the Folder window for customising it are found from the TOOLS menu, then 

Folder Options.  



Some examples:  

File extensions  

If you want to see file extensions (i.e. the .doc at the end of the name for a Word file etc.), go to 

the Folder Options and choose the View tab and it is in the Advanced settings list (-no tick for 

‘Hide extensions for known file types’).  

Icon types  

If you want to see a list of the different icons with information about them, go to Folder Options 

and the File types tab.  

Changing the view for all folders  

If you want to change the view for all folders, for instance to show Details, then you should 
change the current folder to Details, then go to the TOOLS menu, Folder Options, the View tab, 
then click on the Apply to all Folders button.  

Navigating  

Whether the Folders list is showing or not, it is the same structure of drives and folders that you 

may want to navigate around.  

The path of the currently selected folder appears in the Address box at the top left of the screen.  

Folder structure  

When the folder list is showing, you can view the hierarchical structure of folders: ‘The Desktop’ 
at the top level, ‘My Computer’ at the next level down. The drives available to you are shown 
below My Computer with the folders on those drives arranged in a tree structure below each.  

You will be able to see ‘My documents’ at the same level as My Computer for convenience, but 
it is the same as the root (top of) of the H drive. This is where you will most usually be keeping 
your work, but it is useful to build your own structure of folders below this so you can organise 
your files.  

Moving around the structure  

When you see a folder name, either in the right pane or on the Folders list, double clicking on it 
will open it. The new path will appear in the Address box and the contents of the folder are 
displayed in the right pane. You can thus step down through a hierarchy of folders.  

Toolbar buttons can be used to move back up through the structure, or you can double click on a 

drive or folder name on the Folders list if visible. 



 

Using the Folders list  

Double clicking on a drive or folder in the Folders list, selects the drive or folder and displays the 
contents at the right hand side. It also expands the tree to show any folders at the next level 
down.  

A single click selects the drive or folder and displays the contents at the right hand side, but does 
not expand the structure.  

You will see a + or – sign by a drive or folder name. A single click on the sign will either expand 
or collapse the structure, but will not change the file selection. Thus the display at the right hand 
side will not change, as it always shows the contents of the selected drive or folder.  

Arranging the view of files and folders  

When you are looking at the contents of a folder, you can arrange the contents to suit you in 
various ways.  

As well as choosing how the files and folders display (as icons, showing details etc.), you can 
also arrange them by name, size, type and date modified. This can be done from the View menu, 
Arrange icons by, and then choosing which you want.  

The same arranging can be done also in Details view, by clicking on the appropriate heading in 
the right hand pane. For instance, clicking on the heading Date Modified, will sort the contents in 
date order. Clicking on a heading a second time will reverse the sort, from earliest first to most 
recent first, or from A-Z to Z-A.  

In Details view further details can also be displayed. From the View menu, go to Choose Details, 
then select from the list. You could display the number of pages or the date each was created.  

The View menu allows you to toggle the toolbars and status bar on and off 



File and Folder actions  

Many file and folder actions can be done by selecting the file or folder from the right hand pane 

of a folder window, and clicking on the appropriate task at the left hand side. Alternatively you 

could choose the action from the File menu or from the right-click menu.  

In all cases remember you select the file(s) or folder(s) first, then do the action.  

Selecting  

To select a single file  

Click on the file  

To select adjacent files  

Click on the first file then SHIFT + click on the last file.  

To select several non adjacent files  

CTRL+ click on each file.  

To remove any selection  

CTRL+click on a selected file.  

To remove all selections  

Click on any one file.  

Seeing the path  

Look in the address box  

Deleting  

File menu, then Delete, or the DELETE key  
(Can also be done from the Task pane or right-click menu.)  

Renaming  

File menu, then Rename  
The name is then selected. Type the new name and press Enter.  
(Can also be done from the Task pane or right-click menu.)  

Viewing properties  

(i.e. date created, size etc)  
File menu, then Properties  
(Can also be done from the right-click menu.)  

Moving and Copying  

There are a number of alternative ways of doing this.  



using the right-click menu  

Right click with the mouse button over a selection and choose either Cut (for moving) or 
Copy. Position your mouse pointer in the destination folder, right-click and choose Paste.  

using the task pane  

Make a selection, and then choose either Move... or Copy... from the Task Pane. A new 
window will open showing a folders list and you are asked to select a destination folder.  

using keystrokes  

Make your selection, then  

CTRL+X for Cut (for moving), or  

CTRL+C for Copy (for copying).  

Position in the destination folder, and  

CTRL+V for Paste (for putting at the destination)  

using the menu  

Make you selection, then go to Edit menu, then Cut (to move) or Copy (to copy)  

Position at the destination, then Edit menu, then Paste  

using the mouse  

Not recommended as it is easy to make mistakes.  

You can click on a selection and drag to another folder to move it, or hold the CTRL key 
down at the same time to copy it.  

Alternatively you can click with the right mouse button and drag to the destination. When the 
mouse button is released choose either Copy Here or Move Here from the shortcut menu which 
then displays. 

Creating a new folder  

There are a number of alternative ways of doing this.  

Using the right click menu  

Right click with the mouse button over an empty part of the parent folder (the one below 
which you want the new folder). Choose New, then Folder. A new folder appears ready for 
you to type the name for it and press Enter.  

Using the task pane  

If there are no files or folders in the parent folder selected, then in the Task Pane you can 
choose ‘Make a new folder’. A new folder appears ready for you to type the name for it 
and press Enter.  



Using the menu  

Select the ‘parent’ folder or drive, go to the File menu, then New, then Folder. A new 
folder appears ready for you to type the name for it and press Enter.  

Refreshing the screen  

This may be necessary if changes have been made to files/folders and they are not showing.  

Go to the View menu, then Refresh.  

Disk Utilities  

These can be accessed using the right mouse button pointing at the required drive.  

Formatting a disk  

This wipes all the data from the disk and so should only be used for floppy disks (A: 
drive).  

Format  

Finding out information about a disk  

such as size and free space.  

Properties, General tab  

Accessing tools for defragmenting a disk  

Properties, Tools tab 
 

Getting Help  

There are various ways of getting Windows help.  

To search for help on a Windows topic  

From the Start menu, click on Help and Support.  

In the Search box type the topic you want to know about, and click on the Start Searching arrow. 

Click on a Suggested Topic to view the Help information for it.  

When you view a help screen you can choose to print it. You can also add it to Favorites if you 

want to be able to access it again quickly.  

Choose the Back button to view earlier help screens.  

The Home Button takes you back to the initial Help and Support screen.  

The initial screen has paths to lots of topics listed on the left-hand side as an alternative to 

searching.  



To get help in dialogue boxes  

Click on ? at the top right of a dialogue box and then click on the label you need help on. Click 

away from the help text to remove it from the screen  

Remote Assistance  

It is possible to get assistance remotely from the Help Desk. This means that when you have a 

problem, the Help Desk could in effect have a look at your Desktop and take control if 

necessary. This would only be done with your knowledge and permission.  

To view System Information  

In the My Computer window, under System Tasks, choose View System Information. From the 

screen that comes up you can, for instance, see how much memory your PC has.  

Customising Windows  

 

Many of the settings for customising how things work are accessed from the Control Panel. From 

the Start Menu, click on Control Panel.  

The functions are organised by category to make it easier to find what you want, though you can 
‘Switch to Classic View’ to see the icons for the individual programs. 



 



 

 Printing  

In most applications, going to the File menu, then Print will bring up a Print dialogue box. 

Choosing print will print to the default printer, unless you first choose a different printer.  

To look at a print queue  

From the Start menu, choose Printers and Faxes, and then double click on the printer name.  

This will show jobs waiting to be printed on that printer and their status.  

To cancel a print job  

If a print job is sitting in the printer queue, click on the job with the right mouse button. Choose 
Cancel. 

Basics of Files and Folders 
More About Associating Files with Programs 
You’ve already learned a bit about the Windows Registry and how, when you 
install programs, Windows makes a note of which program should be launched 
to work with a file when you open it either from a menu or double-click upon it 
in the Windows Explorer or My Computer windows. 
Occasionally, however, you may have more than one program installed on your 
PC that can be used to launch the same file type. For example, the most common 
types of digital images and other graphics file types can often be opened using 
Internet Explorer, Windows Paint, and any graphics programs you may have 
added to your PC. 
When this occurs, Windows may prompt you when installing certain types of software 
if it should always associate a particular file with that program alone. Agree 
and this makes that program the default program to load when you open a file 
of the registered type. However, you can still launch a different program that supports 
the same file type and use its File, Open menu to open that file type. 
 
Recognizing Common File Types 
 
Viewing files in both Windows Explorer and My Computer, you will see that a 
number of different icons are used to identify different types of files. Look at 
Figure 9.4 and you can see several different types listed by their icon. 
In Chapter 6, “Working with My Computer and Windows Explorer” you learned a 
bit about file extensions, or the three-character ending after the main file name. 
When file extensions are turned on for viewing in Windows Explorer or My 
Computer, you can also use these to identify file types, providing you know some 
of the common ones.  



 

 

 



Adding a Folder 
You can add another folder at any time and in virtually any place either directly 
to a drive or to an existing folder or sub-folder. 
You can use either My Computer or Windows Explorer to do this: 
1. With My Computer or Windows Explorer open to the area where you want 
to add a folder, point to a space and right-click. 
2. From the sub-menu that displays ,click New, and then 
choose Folder. 

 
3. When you see the new folder added, with an outlined box around the word 
“New Folder,” click within the box to backspace over existing text. Type the 
desired folder name and press Enter. 
 

Deleting a Folder 
Before you learn how to delete a folder, you really want to be certain that nothing 
you don’t want to lose is contained within that folder. After all, you can always 
move individual files out of the folder to another location using the cut and paste 
option or drag methods discussed earlier. 
When you’re sure to want to proceed 
1. Point to the folder you want to remove. 
2. Either right-click and choose Delete or click on the file and press your Delete 
key. 
3. When prompted if you’re sure you want to delete the folder (and the 
number of files contained in the folder, if any, are displayed), click Yes. 
The folder is then moved to Recycle Bin where you can act quickly to recover it if 



you happened to delete the wrong folder 

Copying or Moving a Folder 
Use the same techniques to copy or move (by cutting) a folder as you did before 
with individual files: 
. Copy and paste to copy the folder to a second location 
. Cut and paste to move the folder from one location to another 
. Click on and drag the folder from its current location to another location 
where you drop it into place. 
Remember that you can use either My Computer or Windows Explorer to perform 
these measures. 

Renaming a Folder 
Again, you can use either My Computer or Windows Explorer to accomplish this 
task when you need to rename a file folder or sub-folder. 
Follow these steps: 
1. Locate and point to the folder you wish to rename. 
2. Right click and select Rename. 
3. You see a box outline around the existing file name, as shown in Figure 9.6. 
Click within the box, backspace to remove the existing text, and then type 
in a new name for this folder 
 

 
 

Common Folders 
Windows XP starts you off with a number of common and readily identifiable 
folders in which you can store your files. You already learned about a strategic 
one: 
 My Documents, the default place to store files you’ve created. 
However, there are several more, including: 
. My Pictures—This is the folder where Windows automatically asks to save 
any graphics files you create or digital images to acquire through a scanner 
or digital camera 
. My Webs—The default folder when you create your own web sites as you 
might for an intranet (a private form of the Internet available through a 
private network) or to publish to the Internet 
. My Music—Default folder for music files you save 
. My Downloads—The default folder for files you download through your web 
browser and other Internet programs 

 
 



Using the Add or Remove Programs Window 
Before Windows, you could add a program to your computer simply by copying a 
file from the disk you purchased to your hard disk. To remove the program, you 
only had to delete the file. Things got messier with Windows, however, because 
Windows expected a lot from application programs. Programs are no longer 
simple to add or remove unless you familiarize yourself with the proper 
techniques. 
The Windows Control Panel contains an entry that you’ll frequently visit to 
manage the programs on your PC. This icon is labeled Add or Remove Programs. 
When you open this icon, the tabbed dialog box shown in Figure 11.6 appears. 
Depending on the number of your PC’s installed applications, you’ll probably see 
different applications listed in the lower half of your PC’s Add or Remove 
Programs window. 

 
 
 
To the left of the dialog box is an Add New Programs button that you can click 
to install new software. Surprisingly, you’ll rarely, if ever, use this button when 
installing Windows XP programs because most programs install automatically, as 
explained later in this chapter. The dialog box’s lower half contains a list of many 
application programs on your PC. Not every program on your PC will appear in 
the list. The list contains programs that you can uninstall from your system. 
 

Installed Applications 
Almost every time you purchase a new application program to install on your 
PC, you’ll insert its CD into the drive, close the drive door, and see an installation 
screen such as the one shown in Figure 



 
In most cases, such an application checks your PC to see if the program is 
already installed. If it isn’t, the program gives you an installation screen such 
as the one shown in Figure above. The software authors know that you probably 
wouldn’t be inserting the CD into the drive if you didn’t want to install the 
program. 
If the program is already installed, the program often, but not always, begins 
executing (without the installation prompt) after you close the CD-ROM drive door. 
This is mostly true of some games that require that you insert the actual CD-ROM 
into your CD-ROM drive any time you want to play the game 
. 
If the application doesn’t start, or if you have AutoPlay disabled (AutoPlay is a 
feature of Windows XP that starts reading your CD as soon as you place a CD-ROM 
in the drive) and you want to leave it that way, you can choose Run from the Start 
menu and type d:\Setup. Replace the d with the letter of your CD-ROM drive. 
 
Not many programs still come on floppy disk; however, if you’re installing from a 
floppy disk, you’ll have to insert the first installation disk into the disk drive, 
choose Run from the Start menu, and type a:\Setup 
 
If you get an error message, choose the Start menu’s Run command to make sure 
that you’ve entered the drive, backslash, and Setup command properly. If you get 
an error message again, your program might require a different command. 
Replace Setup with Install to see what happens. If the Run command still fails, 
check the program’s owner’s manual to locate the correct command. 
Each application’s setup is different. Nevertheless, the following list provides 
guidelines that almost every installation follows: 
. You can often read installation notes (usually called a Readme file) by 
clicking an appropriate selection in the installation window. 
. Sometimes multiple installation options are available. Check the manual 
for the installation that suits you if you can’t determine from the opening 
window which one to use. 



. When you start the installation, an installation wizard usually guides you 
step-by-step through the process. 
. You can often accept all installation defaults if you’re unsure whether 
to install an option during the wizard’s performance. The wizard asks 
questions such as which disk drive and folder you want to install to. 
. If you don’t have adequate disk space, the installation program will tell 
you. You’ll have to remove other files, get more disk space, reduce the 
installation options, or do without the program if you don’t have space 
for it. 
. At the end of the installation, you will probably have to restart Windows 
for all the installation options to go into effect. If you’re asked whether you 
want to restart Windows, you can answer No, but don’t run the installed 
program until you restart Windows. 
Occasionally, you may see an application fail to fully install. Rerunning the Setup for 
that program may be successful on the second try but, if not, check the Add and 
Remove Programs window to see if the program is listed as installed. If it is, click 
to remove the program and then try to install it again. Should you continue to have 
problems, check the program’s instructions, look for help on the publisher’s web site, 
or call the technical support number provided. 
 

Going Multimedia with Media Player 
Windows Media Player comes with Windows XP (although also available separately). 
It has become a robust and well-recognized competitor in the Windows multimedia 
enjoyment market where RealNetworks’ RealPlayer reigned supreme. 
It’s hard to believe that Windows Media Player started out as just an audio playing 
program with simple video playback but has evolved into a full-functioning multimedia 
center. Playing audio CDs using Windows Media Player is a real treat. Much 
as with stereo components, you can program Windows Media Player to play only 
the tracks you want, to repeat the current disc until you stop it, or to play selected 
tracks at random (often known as shuffling). 
Beginning with the basics, playing an audio CD, seems to be the best place to 
start enjoying your computer for its multimedia capabilities. When you insert 
an audio CD in to your computer’s CD-ROM drive, the Windows Media Player 
typically launches on its own. If it doesn’t, you can call it into action by clicking 
the Start button on the Windows taskbar and then choosing All Programs, 
Accessories, Entertainment, Windows Media Player. 
The CD begins to play automatically while the Windows Media Player attempts to 
download CD information from the Internet. If an active Internet connection is 
available, the names of the artist, album, and individual tracks will appear in the 
Windows Media Player Window. If no connection is found, the text will be filled in 
with generic information such as Unknown Artist, Unknown Album, and Track 1. 
If you dial up to the Internet after the CD has started playing, you can tell the 
Windows Media Player to go out and download album information. To do this, click 
the CD Audio button on the left side of the Windows Media Player window and then 
click the Get Name button. Within seconds, full album information will be downloaded 



for you. You’ll be surprised at how accurate the online database can be, 
even for CDs recorded from albums many years ago. 
You can control the CD by using the buttons on the Windows Media Player panel, 
as shown in Figure 

 
Setting CD Playback Options 
By default, the CD Player will play the currently loaded audio disc once through 
and then stop. However, a number of additional playback options are available 
to you, too—all of which can be set with little more than a couple of mouse 
clicks. 
To set them, click the Play menu on the Windows Media Player with the desired 
CD playing and then click either of the following options. Note that clicking the 
selected option a second time will remove the check mark, thus deselecting the 
chosen option. 
. Shuffle—Instructs the Windows Media Player to play tracks on the selected 
disc at random. This option is a great way to refresh the predictability of an 
overplayed CD. 
. Repeat—Click this playback option to have Windows Media player repeat 
the selected CD until you tell it to stop. 

More Facts About the CD in the Hot Seat 
If you poke around Windows Media Player a bit, you will discover a lot of interesting 
tidbits about the CD currently being played. Table shows you what bits of information you will 
find where. 



 
 

Selecting CD Tracks to Play 
Do you own CDs containing only two or three tracks you like because you have 
to take the good music along with the bad? 
Windows Media Player has a simple solution for you. By disabling unwanted 
tracks, you can play only the songs on the CD you want to hear. You will, of 
course, need to do this while the CD is playing. Using the default Now Playing 
view shown back in Figure 12.1, right-click the songs you don’t want to hear; then 
choose Disable Selected Tracks from the shortcut menu. The songs you disabled 
are grayed out, leaving the ones you want to hear with their usual bright print. 
Believe it or not, Windows Media Player remembers this information regardless of 
how many times you remove the CD, play others, and then return to it. 
To enable the songs again, simply right-click them and choose Enable Selected 
Tracks from the shortcut menu. 

Burning Music CDs 
If you have a recordable CD drive, you have the makings of your own personal 
recording studio. If you like Herb Alpert, Kansas, the Dixie Chicks, Tracy 
Chapman, Donna Summer, Norah Jones, and John Tesh, you can have them all 
on one CD (as scary as that might sound). 
Obviously, these CDs should be created for personal use and not sold for commercial 
use. Reproducing music for resale without permission is a blatant violation of 



copyright laws. It should also be noted that borrowing a friend’s CD to make a copy 
is also a copyright violation. That’s true whether you want to copy the whole CD or a 
single song. 
Three major steps are involved in burning your own CDs. First, you must record 
the music to the Media Library on your hard drive. This makes duplication quicker, 
simpler, and more flexible in terms of track choice. Second, you will need to 
create a playlist for the CD, which basically tells Windows Media Player which 
songs you want on the CD. The actual burning of the CD is your last step. 

Copying Music Files to Your Media Library 
Copying files to your Media Library is not only the first step required to burn a 
music CD, but it also enables you to play favorite tunes directly from your hard 
drive. 
By storing these files to a hard drive, you no longer have to pull your favorite CDs 
out of their protective jewel cases to play them. Copying the files to your laptop 
hard drive or to a portable storage device allows you to carry along a lot of music 
wherever you go without the need to cart around dozens of CDs. 
 
You will need to follow these steps in order to copy music from your audio CDs to 
your Media Library: 
1. Put the CD you want to record in your CD-ROM drive and give Windows 
Media Player enough time to download album information. This makes it 
easier for you to decide which tracks you want to record versus those you 
want to leave behind. 
2. Next, access the CD Audio window by clicking the Rip tab. As shown in 
Figure this window displays all pertinent information about the album 
in your CD-ROM drive. 

 
3. By default, all tracks of a CD are selected for reproduction. You can remove 
specific songs by clicking inside their check box to remove the check mark. 
Only songs with a check mark will be copied to your Media Library. 
4. To begin copying the files, click the Rip Music button. When you do, you’ll 



be prompted whether you want to change or use the default settings. 
You can even listen to the CD while the job is running. Simply click the Play 
button to play the CD. Your computer will continue copying the specified files in 
the background. 
 

Making Your Own CD 
Now that you have invested all that time and energy into making a good 
playlist, it is time to turn it into an audio CD. 
Start by verifying that your recordable CD drive is properly connected to your 
computer. Then make sure that you have a blank CD in the drive that’s ready to 
record. 
Just follow these steps to make a CD: 
1. Launch Windows Media Player and access the Media Library. 
2. Once there, click the name of the playlist you want to record on the 
blank CD. 
3. Now click the Rip or Device button on the left side of the Windows Media 
Player. The tracks on the chosen playlist appear onscreen with check boxes 
next to each one. 
4. Make sure that the tracks you want to include in your CD or device are 
checked, and then click the little red Record button in the upper right corner 
of the Media Player window. 
You might not have the Rip option; this feature might not have been installed with 
Windows Media Player. You can either get your CD containing Windows Media Player 
and install the add-in from there, or you can download it from the Web using 
Windows Media’s Help, Check for Player Upgrades command. 
If your device (writable CD drive or portable music device) is not always connected to 
your computer, Windows Media Player might prompt you to connect it and then press 
 

Tuning into the Radio Online 
Do you want to try something really interesting such as go browsing for radio 
stations around the world? Seriously, from peppy contemporary music stations 
in Denmark to rap from Chicago, it is all out there. Listen to local news from 
Jamaica or hear a top-rated morning show from the East Coast. 
Although you can access radio stations from a variety of points across the Net, 
the best place to start is Windows Media Player’s Radio Tuner. Just launch 
Windows Media Player, click the Radio button on the right side of the screen, and 
you are at your starting point, as shown in Figure You will see several different categories of 
radio stations (Christian, jazz, country, 
and more). Click on the plus sign (_) next to a category to see what’s listed within 
it. To play one of the links, click the Play button next to it. You can also go to 
the plus sign to the right of the selection to add a particular station to your list of 
My Stations selections. You can search for a radio station using the Radio Search 
dialog box about the radio station list. When you choose to play a particular station, 
you’ll see a window similar to that shown in Figure. Some will open in 
a new window, while some will begin to play right from the play list. 
 



Scanner or Camera and Windows XP 
Selecting a Scanner 
Like computers, scanners come in all shapes, sizes, and price points. Choosing the 
right one for you involves a lot more thought than simply choosing a brand within 
your budget. Scanners are available for around $100, but many may not be capable 
of doing what you want at the level of quality you desire. You do often get what you 
pay for. 

What Scanners Can Do for You 
Scanners are one of those peripherals that are equally useful for work and play. A 
scanner can convert a paper document into a word processing document, produce 
high-quality images for a corporate web page, or even scan the merchandise you 
sell at online auctions. You can also scan old photos to preserve them for the long 
term and maybe even touch them up a bit. You can put your children’s pictures on 
special transfer media for creating personalized T-shirts and memory quilts. You can 
also put current photos on special-theme CDs for long-term storage or sharing. 
 

How Do Scanners Work? 
Scanners work by moving a row of silicon cells from the top to the bottom of the 
scanner’s bed. These cells basically bounce light off of and through the object on 
the scanner bed. The results are then translated into color waves that eventually 
become the photo-realistic image you see onscreen. 
Another specification, or spec, is the scanner’s optical resolution. Although 
600 dpi is best for reproducing fine art, line drawings, and detailed photos, 
300 dpi is sufficient for the needs of many. 
DPI actually stands for dots per inch. The more dots per inch, the tinier the dots are 
that make up an image. And the tinier the dots are, the better the image quality 
since small dots (technically called pixels from the words picture elements) can 
form neatly rounded edges or sharp corners more effectively than their larger 
counterparts. 
You will also see mention of parallel and USB scanners. You will need your 
hardware and software specs to determine whether you need a parallel or USB 
scanner. Parallel scanners can work with just about any current PC no matter 
what version of Windows you are running. Some parallel scanners will even let 
you pass through to your printer; but make sure the printer you have will be 
happy with the scanner you are considering, or neither may work properly. 
USB scanners are much faster than parallel scanners and you can and should 
consider USB scanners as long as you use Windows XP or later. PCs equipped to 
run Windows XP will have USB ports in which to install the scanner’s USB plug. 

The World of Digital Cameras 
Do you have dozens of rolls of exposed film lying around just waiting to be 
developed? Are you tired of spending $15 for film and developing of 24 exposures, 
only to find three or four of them acceptable and even fewer that are actually 
good? Have you ever wished you could keep only the good pictures and just throw 
out the bad? Ever worried about all the very real environmental dangers caused 



by the toxic chemicals used in photo processing and wished you could avoid all 
that? Now you can, thanks to digital cameras. 

Higher Resolution: An Investment Worth Making 
Regardless, don’t settle for a camera with anything less than 640 _ 480 resolution. 
Many now, offering 2–3 and higher megapixel resolution, can go much higher. 
Even then, don’t expect crystal-clear results. 
When you scan an image or shoot a digital picture, the result needs to be 
enlarged to be of any real use. If it weren’t enlarged, you would have a tiny 
image about the size of a postage stamp. The downside to this, however, is that 
when you make a low-resolution image bigger, it can become grainy or pixilated. 
That means the resulting image will not be sharp to the eye. 
Given that, take a look at Table to see a list of image resolutions and their 
corresponding results. 
 

 

Scanner or Digital Camera and Windows XP 
Consult your PC and scanner or digital camera documentation to install 
everything correctly. Once you are all connected, turn on the device. 
After a few fleeting moments of disk drive activity, Windows XP announces the 
presence of new hardware via a text balloon over the right end of the Windows 
taskbar. Seconds later, a dialog box similar to the one in Figure appears. 
The digital camera or scanner is literally all set up, ready to go to work for you. 

 

From Digital Camera to . . . 
You may have also noticed in Figure 14.1 that several digital camera operations 
are available to you without having to scour the Start menu for them. They are 
as follows: 
. Copy pictures to a folder on my computer using Scanner and 



Camera Wizard—This moves the pictures from your digital camera to 
your computer. 
. View a slideshow of the images using Windows Picture and Fax 
Viewer—This lets you quickly browse the contents of your digital camera 
without having to move the pictures to a hard drive. 
. Print the pictures using Photo Printing Wizard—This enables you to 
immediately print selected photos on a printer to share with others. 
. Open folder to view files using Windows Explorer—This allows you 
to see images already stored on your computer. 
. Take no action—This closes the dialog box and leaves the images in place 
on your camera. 

Acquiring Pictures with the Scanner and Camera Wizard 
To move images from your digital camera to your computer’s hard drive, you will 
have the help of the Windows XP Scanner and Camera Wizard. 
You can transfer the pictures by following these steps. 
1. Plug the camera into your Windows XP computer and turn it on. In 
seconds, you will see the dialog box shown back in Figure 14.1. 
2. Click the Copy Pictures to a Folder on My Computer option and then click 
the OK button. This launches the Scanner and Camera Wizard Welcome 
Screen. 
3. Click the Next button to begin importing the images onto your hard drive. 
The wizard displays a dialog box displaying a preview of all photos on your 
digital camera’s storage media 
4. By default, all images will be moved to the hard drive. However, you can 
easily eliminate certain pictures by clicking the green check mark in the 
upper-right corner of the unwanted image. Once the images you want are 
marked for big move, click Next. 
5. The Select a Picture Name and Destination dialog box shown in Figure 14.3 
opens, presenting you with four important decisions to make. First, you will 
need to pick a name for the selected set of pictures. The more descriptive it 
is, the easier your life will be down the road. Manhattan 2004 for your 
summer vacation or Samantha 7 for your daughter’s seventh birthday are 
good options. Type the chosen name into Step 1 of the dialog box. Each of 
the pictures in the set will reside in that directory with a unique number to 
identify it. 
6. Next, you will be asked to name the folder in which you would like to store 
the images. By default, the folder will be given the name you selected in the 
previous step, and it will appear in the My Pictures hierarchy. I strongly 
recommend you leave it there so that all your images are in one central 
location. 
7. Finally, by checking the box at the bottom of the dialog box, you can 
instruct the wizard to delete the images from your camera once they have 
been moved to your computer. They will stay on your camera by default, 
so if you want to eliminate the step of manually deleting them from the 
camera, go ahead and check the box. Click Next to proceed. 



 
8. The wizard relocates each image to your hard drive one-by-one, as you can 
see in Figure . When the job is finished, the wizard reports the successful 
transfer of your pictures to the hard drive and presents some additional 
options for actions you can take on the images. You can opt to publish the 
photos to a web site, order prints from a photo printing web site, or do 
nothing more with them (the default). Click the Next button to continue. 
9. The wizard reports how many pictures were copied to your hard drive and 
presents a link you can click to view them. Click Finish to exit the wizard. 
When the wizard closes, the relocated pictures appear onscreen in the newly 
defined My Pictures directory. I will show you how to work with them later 
in the chapter in the section called, “Managing Your Images from the My 
Pictures Folder.” 

Sharing Your PC 
Whether you’re at home or at the office, it’s very common to have to share a PC with others. 
But sharing a PC—just like sharing a desk or a kitchen or a bedroom—can bring about special 
challenges. After all, everybody has his or her own way of doing things and his or her own 
preferences for how the desktop looks or what programs are needed. The result, as you can 
imagine, can be a lot of frustration. 

PC Security and Sharing 
Security is a big issue with PCs, even when you’re just sharing a system with other 
members of your family. Adults might not want their children to fiddle with their 
work, for example. You could also have visitors over who “help themselves” when 
they see a PC sitting there (sort of like the way some guests like to check out the 
contents of your medicine cabinet). 
A fundamental approach to PC security involves creating user accounts (one for 
each person who will use a PC or a network) and creating passwords that are 
required to log on. By default, Windows sets up a single account, one for the 
person who first uses the system or installs Windows. Also, by default, no 
password is attached to that account. 
When you set up user accounts for a shared PC , you will see a Welcome screen similar to 



that shown in Figure  each time you start/restart Windows XP or sit down at 
the desktop after a period of time has elapsed. 

 
Create Your Accounts 
You want to decide ahead of time how many different accounts you need to 
create. While you can go back and add (or remove) accounts at any time, it saves 
time to set these up ahead of time. Also, given our tendency to procrastinate, you 
might not get back to the task for some time. 
To create an account 
1. Click Start, Control Panel, and double-click User Accounts. 
2. Click Create an Account. 
3. Type a name for the account. Click Next. 
4. Select whether this account (and its user) should be a computer administrator 
with full access or limited to what he or she can change. Click Create the 
Account. 
5. Repeat steps 2–4 to add additional user accounts as needed. 
What if you need to later delete an account? You can do so, but you can’t be 
logged on to the user account you want to delete when you do so. 
To remove an already created account 
1. Click Start, Control Panel, and double-click User Accounts. 
2. Click Change an Account. 
3. Double-click on the account you want to remove and then double-click 
Delete the Account  
4. You will then be asked if you want to keep or delete files—such as a 
sub-folder named for that user in the My Documents main folder—when 
you remove the account. Click your choice or click Cancel to back out of the 
action. 
5. To continue with the account removal, click Delete Account. 



 
Change an Account 
You can modify an account in various ways. For example, you can add a 
password to an account (always a good idea) or change the icon associated with 
the account if you continue to use the Welcome screen (more about that shortly), 
as well as change the account name or account time (administrator or limited). 
To change some aspect of a user account 
1. Click Start, Control Panel, and double-click User Accounts. 
2. Select Change an account. 
3. Click on the account you want to modify. 
4. Choose the property you want to change from the list  

Add or Change an Account Password 
Now that you’ve learned how to modify accounts, let’s look at the most useful of 
these changes you can make: adding a password to an account. Then you’ll see 
how you can change that password at a later time. 
To add a password 
1. Click Start, Control Panel, and double-click User Accounts. 
2. Select Change an Account. 
3. Choose the account for which you want to create a password, and then click 
Create a Password. 
4. From the password screen shown in Figure, type the password you 
want to associate with this account, and then type it again to confirm it. In 
the password hint box, you can supply a hint that will help remind the user 
of his or her password. 
5. Click Create Password. 



 

Exploring Hardware Interface 
Windows Offers Hardware Help 
If you install hardware and find that Windows does not properly recognize the change, double-
click the Add Hardware icon in the Control Panel window. You might have to click the option 
labeled Switch to Classic View to see the Add Hardware icon. Windows starts the Add Hardware 
Wizard, shown in Figure which helps walk you through the installation process. 
 

 
 
The wizard goes through a series of tests and attempts to detect the newly added 
hardware. Remember that Windows recognizes most plug-and-play hardware; 
that is, when you install a new graphics card, for example, and then restart 
Windows, Windows often recognizes the graphics card and configures itself for 
use with your new card. Nevertheless, Windows cannot automatically recognize 
all plug-and-play hardware. 
After the Add Hardware Wizard searches for plug-and-play hardware, you 
can have it search for non–plug-and-play hardware, or you can select the 
hardware from the list of vendors and products that Windows offers. Of course, if 
your hardware is newer than Windows, Windows will not list your specific 
hardware. 



You can let the Add Hardware Wizard search for the new hardware, and if the wizard 
does not recognize the hardware, you can select from the list of devices. 
Be sure to read your new hardware’s installation documentation thoroughly 
before you begin the installation. Often the new hardware comes with updated 
drivers that fix minor bugs and add features to drivers that Windows already 
includes. Therefore, instead of letting the wizard search for the new device, and 
instead of selecting from the list of supported devices shown in Figure 18.2, you 
use a disk or CD-ROM that comes with the new hardware to add the latest hardware 
support for the device to Windows. Therefore, you have to click the dialog 
box’s Have Disk button and select the hardware’s disk or CD-ROM location to 
complete the installation. 
 

 
If you add a new modem to a serial port or a printer to a parallel port, you should 
not run the Add Hardware Wizard. The wizard works only for hardware you physically 
connect to the system unit, such as a disk drive or graphics card. If you plug a 
modem into an existing serial port, that serial port will already be installed, so you 
don’t need to run Add Hardware. You will, however, have to double-click the Control 
Panel’s Modems icon and select your modem from the list of modems displayed if 
the modem does not automatically install. 
 
If you have a laptop or desktop with a PC Card (PC Cards—called this because of 
the standard they meet—are sometimes called PCMCIA cards), you can plug it 
directly into the laptop, changing a PC card hard disk to a PC card modem, and 
Windows will adjust itself automatically. 
Analyze and change your computer’s hardware settings from the Device Manager window. 
If you add a new modem to a serial port or a printer to a parallel port, you should 
not run the Add Hardware Wizard. The wizard works only for hardware you physically 
connect to the system unit, such as a disk drive or graphics card. If you plug a 
modem into an existing serial port, that serial port will already be installed, so you 
don’t need to run Add Hardware. You will, however, have to double-click the Control 
Panel’s Modems icon and select your modem from the list of modems displayed if 
the modem does not automatically install. 
 
Additional Hardware Support 
Windows uses a Registry and hardware tree to keep track of the current and 
changeable hardware configuration. The Registry is a central repository of all possible 



hardware information for your computer which you learned about in Chapter 2. The 
hardware tree is a collection of hardware configurations, taken from part or the entire 
Registry, for your computer. In addition, your Registry holds software settings. 
Luckily, you don’t have to know anything about the Registry because Windows keeps 
track of the details for you. If, however, you want to look at the hardware tree 
currently in place on your computer, you can display the Control Panel, double-click 
the System icon, and click the Device Manager button on the Hardware page to 
display the Device Manager page shown in Figure. This hardware tree shows 
the devices currently in use. 
 

 

Connecting to the Internet 
Types of Internet Accounts 
When you sign up with—subscribe to—an Internet service, you get what’s called an 
Internet account. 
With an Internet account, you get the right to use the provider’s Internet service, 
your very own email address (so you can send and receive email), and all of the 
other information you need to set up your computer for accessing the Internet 
through the service. 

Dial-Up Accounts 
Most Internet accounts are called “dial-up” accounts because you use them by 
“dialing up” the Internet provider through your modem and telephone line. These 
are sometimes also described as “IP” accounts because they require your computer to 
communicate through TCP/IP. Dial-up IP accounts are the principal, generalpurpose 
accounts offered by most Internet providers. 
Dial-up accounts generally come as what’s called a PPP account. With a PPP account, 
you have access to the full range of Internet activities, and can use any client programs 
you want to. 
An account with an online service like America Online is also a “dial-up” account, but 
it’s not the same thing as a regular Internet PPP or SLIP account. An online service 
account requires a different kind of communications software (supplied by the 
service) for accessing the service and its non-Internet content. 
When you access the Internet through an online service, the service may temporarily 
switch you over to a PPP (point-to-point protocol, an older form of Internet connection) 



account, or it may funnel you to the Internet using a different communications 
scenario. 
This is why online services often limit you to one or two different web browsers and 
other clients, instead of letting you choose the one you want. Any client software 
used through the service must be specially configured for the service’s unique 
communications system. 
 

Broadband 
In the last few years, a new category of personal Internet account has emerged, 
sometimes described as broadband because it sends and receives information so 
much faster than a regular dial-up account—as if the information were moving 
through a nice, fat, “broad” pipe instead of a slow, skinny pipe. 
Depending on what’s available to you, you have your choice between two 
different kinds of broadband Internet access, described in the next sections: 
“Cable Internet” and “DSL.” (There are other broadband options, used mostly in 
business environments. But these two are the popular options for personal users.) 
The two options are different from each other, but have seven characteristics in 
common: 
. They are much, much faster than a 56K dial-up account. 
. Their speed enables them to carry Internet activities that are simply 
impractical over a dial-up connection, such as watching a movie online, 
high-quality videoconferencing, or using a computer somewhere out on the 
Net as a storage facility for your own files or backups. 
. They allow you to use your phone line for telephone calls, faxing, or 
anything else while you are online. 
. They can be set up so that you are always online. You don’t have to do 
anything to get online each time you use the Net (as you must with a dial-up 
account); you just sit down and get to business. 
. They are more expensive, on a monthly basis. 
 

. They require more expensive communications hardware for your computer, 
rather than relying on the inexpensive modems included in nearly all 
computers today. 
. Once you’re online, actually using a broadband account—opening web 
pages, exchanging email, and so on—takes the same steps you use on a 
regular dial-up account, the steps described throughout this book. 
Broadband services are still not available everywhere. There are whole areas today 
that cannot get any type of broadband service, even though they may have regular 
phone and cable service. The hardware in local phone and cable systems must be 
upgraded in order to support broadband Internet. Phone and cable companies are 
furiously making these upgrades in order to begin selling broadband service, but 
it’s possible that some rural or remote areas may never have the same type of 
broadband availability most people can obtain. 
As more and more neighborhoods gain access to both broadband technologies, the 
monthly cost should drop as the phone and cable companies compete for those 
customers. 
 



Cable Internet 
Supplied by your local cable TV company, cable Internet enters your house 
through the same cable that TV signals travel through. Cable Internet can support 
speeds up to 4,096K—more than 70 times as fast as a 56K dial-up connection. 
Figure 28.1 shows a website describing Road Runner, a cable Internet service 
offered by Time Warner Cable in some (but not all) of the neighborhoods it serves. 
To use cable Internet, you must have 
. A cable Internet account, offered only by the cable TV company that serves 
your neighborhood. 
. A cable modem installed in, or connected to, your PC. A cable modem is not 
really a modem, but a specialized network adapter. You can usually rent 
your cable modem from the cable company, which also makes it easy for 
the cable company to set up your computer for you. You can also purchase 
cable modems, which run more than $100—but, before buying, be sure to 
talk first to your cable company to determine the specific hardware 
required. 
 
. An Ethernet-compatible network adapter installed in your computer. This 
allows the modem to talk to your computer. Many computer manufacturers 
are now preinstalling Ethernet cards in their computers. 
At this writing, a cable Internet account costs from about $30 to $50 per month— 
which can be twice the cost of a regular dial-up account. To learn whether cable 
Internet is available at your home, call your cable TV company. 
 

DSL 
Used through your regular phone line, a Digital Subscriber Line (DSL; also known 
by various other abbreviations such as ADSL or xDSL) account is supplied by, or in 
cooperation with, your local telephone company. The fastest broadband option, 
DSL can support speeds up to 7,270K. 
Oddly, DSL can be faster than cable Internet when you are receiving information— 
such as opening a website or video clip. But it is usually slower than cable when you 
are sending information, such as sending email. 
 

Note that although DSL uses your regular phone line, it transforms that line into 
a carrier of multiple services; with DSL, you can use the Internet and talk on the 
phone at the same time. 
Like cable Internet, DSL requires a special modem, typically called a DSL modem, 
which can cost substantially more than a cable modem. The monthly cost of a 
DSL account, however, is roughly the same as for a cable Internet account, 
around $30 to $50. 
To find out whether you can get DSL where you live, contact your local phone 
company, or contact an Internet service provider that serves your neighborhood 
and offers DSL service. 
 

Satellite Access 
Cable modems and DSL are the two most common forms of high-speed broadband 



Internet access. However, both have restrictions that require anyone using 
the service to live within a specific geographical distance from the service 
provider. The result is that many people, especially those in more rural locales, 
get locked out of broadband and must resort to dialup-only access. 
Satellite access, on the other hand, does not have the geographical restrictions. As 
long as you’re located so that you can get a “line of sight” between a special 
satellite dish (often combined with a satellite TV service) and the two, three, or 
more satellites in orbit around the planet required to provide service, you can use 
satellite as a means of broadband access. 
This isn’t new technology. DirectTV began offering this service more than a 
decade ago. However, the original satellite access was not very fast, was often 
more expensive than other methods, and still required you to use a phone line 
because service was only one way. 
 

Where Can I Get Dial-Up Access? 
You can get your Internet account from any of three main sources: 
. A national Internet service provider (ISP) 
. A local ISP, one that’s headquartered in your city or town 
. A commercial online service, such as AOL or CompuServe 
Each of these options is explained next. 

Commercial Online Services 
You’ve no doubt heard of at least one of the major online services, such as 

America Online (AOL) or CompuServe (CSi). These services 
promote themselves as Internet providers, and they are—but with a difference. 
 

 
In addition to Internet access, these services also offer unique activities and 
content not accessible to the rest of the Internet community. These services have 
their own chat rooms, newsgroup-like message boards (usually called “forums”), 
online stores, and reference sources that only subscribers to the service can use. 
Setup for an online service is usually very easy: You install the free software the 



company provides, follow the onscreen instructions, and you’re connected. 
The principal drawback to online services is flexibility. You often cannot choose 
and use any client software you want; you must use a single client environment 
supplied by the service, or one program from among a limited set of options. 
When new, enhanced releases of client programs come out, ISP users can install 
and use them right away, whereas most online service users must wait until the 
online service publishes its customized version. 
On the plus side, for web browsing, most online services do supply a version of 
either Navigator, Internet Explorer, or both (specially customized for compatibility 
with the service), making the look and feel of the Web through an online service 
essentially identical to that of an ISP. 
 
Online services used to be dramatically more expensive than ISPs. Lately, they’ve 
adopted pricing policies that are generally competitive with the local and national 
ISPs, although you can still usually get a slightly better deal from a regular ISP 
than from any online service. For example, America Online offers a respectable 
flat rate of around $20 per month; if you shop around, you can get a flat rate 
from an ISP for as little as $15. 
 

America Online (AOL) 
Voice Number: 800-827-6364 
America Online is the biggest of the online services (and also, therefore, the single 
largest Internet provider in the world), largely because of aggressive marketing 
and the initial convenience of setting up an account from a CD-ROM that came 
in junk mail. The non-Internet content is indeed the easiest to use of all services. 
AOL’s Internet access, however, is notoriously slow, and busy signals continue to 
be a problem. AOL offers a wide range of pricing plans, including a flat rate, an 
annual rate, and several different pay-as-you-go plans. 
 

CompuServe (CSi) 
Voice Number: 800-848-8199 
CompuServe  wasn’t the first online service, but it’s the oldest still 
in operation, and it was once the undisputed king. That legacy leaves 
CompuServe with an unbeatable range of local access numbers. CompuServe is 
owned by America Online, but still operates as an independent service. 
Functionally, CompuServe is similar to America Online in most respects, and it 
still offers some non-Internet content, exclusively to its own subscribers. Its reputation 
for providing fast and reliable Internet service is somewhat better than 
America Online’s; its reputation for non-Internet ease-of-use, slightly worse. 
 



 
Microsoft Network (MSN) 
Voice Number: 800-FREE-MSN 
Microsoft Network started out in 1995 as a service very much like AOL, as the 
first foray in Bill Gates’s ongoing effort to own the Internet. MSN has since 
evolved away from the online service model, to the point where it is now more or 
less a regular national (actually international) ISP, although it still supplies some 
content accessible only to its subscribers. MSN offers true PPP access, so you can 
use any browser you want. (Although, not surprisingly, MSN works best through 
Microsoft’s own browser, Internet Explorer or the dedicated MSN browser.) The 
service offers a variety of reasonable flat-rate and pay-as-you-go plans. 
 

Internet Service Providers (ISPs) 
Unlike an online service, an Internet service provider, or ISP, does not offer its 
subscribers special content that’s not accessible to the rest of the Net. You get 
Internet access, period. ISPs offer greater flexibility than online services, providing dial-up IP, 
shell, and email accounts (and often DSL, as well). Through IP accounts, they can enable 
you to use virtually any client software you want and to add or change that software whenever 
you feel like it. ISPs also might offer more attractive rates and better service than the online 
services, although that’s not always the case. There are many large, national ISPs that provide 
local access numbers all over the United States (and often across North America).  
 

Free Internet! 
You may have heard that you can get a completely free Internet account, and that’s a fact. In 
exchange for the right to show you a steady stream of advertising whenever you are online, some 
companies supply you with free access to the most popular Internet activities: the Web and 
email. 
Free Internet services abounded a year or so ago, but like so many dotcom businesses, these 
companies fell on hard times and began to charge for access. One of those that still offers free 
access, NetZero , only allows a small number of hours (10) per month for free (this limit can 



change). It also now offers a low-cost unlimited-access service with no banner ads to clog up 
your screen. There are a few others still out there, and it’s a great idea, and worth a try. The 
benefit is obvious: You’ll have an extra $20 a month for sandwiches. Here’s the 
potential downside: 
. At this writing, the free accounts are somewhat notorious for poor 
performance and a complete lack of customer service. 
. It’s difficult to sign up for these accounts unless you are already online and 
already know how to use the Web, because signing up requires access to the 
company’s website. So they make a nice money-saver for those who already 
know their way around, but may befuddle newcomers to the Internet. 
. The ads may grow tiresome. 
. You may prefer the features and flexibility of using a real email program 
instead of the web-based email the free accounts require. 
 

Getting Connected 
So you’ve chosen an ISP for dial-up access to the Internet. Whether that’s an 
online service such as AOL or a local or national ISP, your next step is to actually 
connect to them. 
In most cases, the company you’ve chosen is going to make this as easy as 
possible for you. They’ll either supply you with the software you need—which is 
often preinstalled on your computer, if you choose a national service—or they’ll 
give you some type of brochure that walks you through the process, step-by-step. 
Since the provider usually takes care of that type of thing and there are so many 
different ways of getting started, we’re not going to spend much time on that type 
of stuff here. Instead, we’ll just concentrate on the basics—things that you’ll need 
to understand regardless of which provider you use. 

Number, Username, and Password 
No matter how you set up your account and computer, you’ll wind up with three 
pieces of information that are essential to getting online: 
. Local access number—The telephone number your modem dials to connect 
to your Internet provider. 
. Username—To prevent just anybody from using its service, your Internet 
provider requires each subscriber to use a unique name, called a username 
(or sometimes user name, user ID, or userID), to connect. 
. Password—To prevent an unauthorized user from using another’s 
username to sneak into the system, each subscriber must also have his 
or her own secret password. 
 
Entering your username and password to go online is called “logging on” (or 
sometimes “logging in” or “signing in”) and the name used to describe that 
activity is “logon” (or “login,” or “sign-in”). If you use a signup program to set 
up your Internet account and computer as described next, you’ll choose your 
username and password while running the program. If you set up your computer 
without a signup disk (as described later in this chapter), you’ll choose a username 
and password while on the phone with your provider to open your account. 
Every user of a particular Internet provider must have a different username. If 



you choose a large provider, there’s a good chance that your first choice of 
username is already taken by another subscriber. In such cases, your provider will 
instruct you to choose another username, or to append a number to the name to 
make it unique. For example, if the provider already has a user named 
CameronDiaz, you can be CameronDiaz2. 
The rules for a username and password vary by provider, but, in general, your 
username and password must each be a single word (no spaces or punctuation) 
of five or more letters and/or numerals. Nonsense words, such as FunnyDad or 
MonkeyMary, are fine as usernames. For a password, avoid using easy-to-guess 
items such as your birthday or kids’ names. Total nonsense—like xkah667a—makes 
the most effective password, as long as you can remember it. 
Your username often doubles as the first part of your email address; if your username 
is Stinky, your email address might be something like Stinky@serveco.com. 

Before choosing a username, consider whether you also like it as an email address, 
which your friends and associates will see and use. 
Some systems are case-sensitive; that is, they pay attention to the pattern of 
upper- and lowercase letters. On a case-sensitive system, if your username is 
SallyBu, you must type SallyBu to log on—sallybu or SALLYBU won’t work. 
 
 

Using Supplied Software 
As pointed out earlier in this chapter, a special signup program is required for 
each online service provider, and many ISPs can also supply you with a signup 
program for your computer. I highly recommend using signup programs whenever 
they’re available, even when they’re optional. You can get free signup disks by 
mail from the providers, just by calling them on the telephone. Also, signup 
programs often come preinstalled on new computers, and in computer magazines 
and junk mail. If you choose to go with a local ISP, you can usually pick up a 
signup CD or disks just by stopping by the provider’s office. 
 

Why Use a Signup Program? 
 
Why? Well, first, the signup programs kill two birds at once: They sign you up 
with a provider and configure your computer to access that provider. The program 
automatically takes care of all the communications configuration required in 
your computer, some of which can be tricky for inexperienced computer users. 
Depending on the provider you select, the signup program might or might not set up 
all your client software. 
 

Running a Typical Signup Program 
Before running a signup program, make sure your modem is connected to a 
telephone line, because the signup software usually dials the provider at least 
once during the signup process. Also, make sure you have a major credit card 
handy; you’ll need to enter its number and expiration date to set up payment. 
Signup programs are almost always designed to set up credit card payments for your 
Internet service. If you do not want to pay by credit card, you may not be able to use 



the signup program. (Actually, you may not even be able to use a particular provider; 
some accept payment solely by credit card.) 
You’ll find instructions for starting the program on a page or card that accompanies 
it, or printed right on the CD or disk. 
After you start the program, just follow its lead. The program will prompt you to 
type in your name, address, phone number, and credit card information, and to 
choose a logon username and password, email address, and email password. The 
program may also present you with a list of payment plans from which to choose 
Once or twice during the signup process, the program uses your modem to 
contact the provider. It does this to verify your payment information, find the 
best local access number for you, check that your selected username is not 
already taken, and ultimately to send all of the information it collected to the 
provider to open your account. 
When the program closes, your computer and account are ready to go online and 
explore. 

 

Using the Connection Wizard on Your Own 
Setting up your computer without a signup program is a little more difficult, but 
well within anybody’s capabilities. Often your ISP will provide you with all the 
instructions you need on a brochure or instruction sheet. 
When you don’t use a signup disk, you must set up your account with your 
selected Internet provider over the telephone first, and then configure your 
computer. While setting up your account, your provider will tell you all of the 
communications settings required for the service, and will work with you to select 
your local access number, username, and password. 
It’s important that you make careful notes of everything your provider tells you. 
You’ll use all of that information when setting up. In addition to your access 
number and logon username and password, you’ll probably come out of the 
conversation with the following information: 
. One or more IP addresses—a string of numbers separated by periods—that 
may be required for communicating with the provider. 
. The addresses of the provider’s email and news servers. You’ll need these 
addresses to configure your email program and newsreader. Email server 
addresses may be described as SMTP and POP3 servers, and news servers 
may be described as NNTP servers. You don’t need to know what the 
abbreviations mean; just know that if your provider mentions an NNTP 



 
server, he’s talking about a news server. 
. Your own email address, the one others can use to send email to you. 
. Your email username and password, required for retrieving email people 
have sent to you. These may be different from your logon username and 
password. 
. The telephone number and hours of the provider’s customer service or 
technical support departments. 
. Any other special communications steps or settings the particular provider 
requires. 
No matter how you go about it, setting up your computer for the Internet is a 
simple matter of entering this information in your communications software. 
Once that’s done, you can go online. 
 

Running the Connection Wizard 
Short of using a signup program, the next easiest way to set up an ISP account 
on a PC running Windows 95 or 98 is to set up Internet Explorer and run its 
Connection Wizard. Internet Explorer is included in every copy of Windows 98, 
Me, and XP, and is often included with Windows 95. 
The Connection Wizard leads you through each step of the process, prompting 
you for all of the required information, such as IP addresses. That’s almost as easy 
as using a signup disk, except that the Connection Wizard doesn’t sign you up 
with your ISP—you must take care of that first—and it prompts you for your IP 
address and other setup information, which a signup program can supply for 
itself. 
To launch the Connection Wizard, simply right-click the Internet Explorer icon 
on your desktop, choose the Connections tab, and click the Setup button. You’ll 
see a screen like the one shown in Figure 28.6. From there, you follow the 
prompts, filling in the appropriate information. The wizard walks you through 
the process quite succinctly. 
 

 
Connecting at Last 
When it’s done, you’ll end up with an icon on your desktop for your connection 



to your provider. When you want to connect to use the Internet, just double-click 
that icon. You’ll get a dialog box with your username already 
included. Just type your password, click Connect, and off you go. 
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